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In cases where the exact form of a distribution is hard to obtain, drawing samples using approximate
methods can be used to provide information on them such as its expectation value or variance. Markov
chain Monte Carlo or MCMC for short is a group of algorithms that can be employed for that purpose.
The key component of the algorithms is a Markov chain, a model that generates a sequence of events,
where after an initial period the probability of the next event only depends on what the current event
is. If set up right, these probabilities are the same as the probabilities of the distribution and each
event is a sample from the distribution. More probable events are chosen more often as samples and
after enough have been drawn, the expectation value is simply found as the average of the samples.

The most popular MCMC method is the Metropolis-Hastings algorithm, that consists of two steps.
First a proposal is made for the next event of the Markov chain sequence based on the current event,
then the proposal is either accepted or rejected, with the probability depending on how good the
proposal is. If the proposal is accepted it becomes the next event in the sequence, but if it is rejected
the current event is added to the sequence again. Hamiltonian Monte Carlo (HMC), is a variant of
the Metropolis-Hastings algorithm, where the simulated motion of a particle is used to provide the
proposal.

The motion of the particle is is governed by a set of differential equations called Hamilton’s equations,
however, in this overview the method is introduced more conceptually.
Imagine an icy surface with hills and valleys in it, and a small object like a hockey puck moving on it
without friction. On a level surface the puck would move with the same speed all the time, but when
entering a valley going downhill it speeds up. On the other hand, if it encountered a hill it would
gradually slow down and eventually start sliding back.
The distribution we wish to draw samples from is represented by the surface where the events are
the possible locations of the puck. The valleys are the important regions we would like more samples
from while avoiding sampling from the hills. To make the puck move it needs to have momentum,
a physical quantity that is connected to the speed of the puck. To find the proposal for the next
sample, we make the puck move by hitting it, giving it random momentum in a random direction.
The simulation evaluates the position and momentum according to Hamilton’s equations at certain
times, for example every second. Every simulation is run for a number of periods and the proposal
is given by the location and momentum of the puck at the end of the simulation. The accept-reject
step is applied, followed by a new simulation when the puck is hit again, providing it with a new
random momentum. This method is gaining popularity as it provides proposals with high probability
of acceptance.

When HMC is applied to big data the incline and decline of the surface needs to be approximated,
introducing errors. Returning to the puck sliding on the surface, these errors can be interpreted
as random wind blowing the puck of course. Unfortunately this system does not give the desired
distribution, but that can be corrected by introducing friction; preventing the wind to blow the puck
too far away. This modification is called Stochastic Gradient HMC.
Another variant changes the dynamics of motion slightly, allowing the speed of the puck to be controlled
more directly. A maximum speed limit is set on the puck, and to ensure that it does not exceed it
the puck grows heavier the closer it is to the limit, slowing it down. As Special Relativity is used to
achieve that, this version is called Relativistic HMC.

1



Hamiltonian Monte Carlo using Newtonian and Relativistic

Dynamics and Stochastic Gradients

Livia Stark

February 23, 2018

1 Introduction

Hamiltonian Monte Carlo (HMC) is a Markov Chain Monte Carlo (MCMC) sampling technique that
uses the deterministic motion of particles to provide proposals for the Metropolis-Hastings algorithm.
The method originated from the Physics literature and first applied to molecular and lattice field
theory simulations. [1] Its statistical application like most other MCMC methods is mainly to evaluate
posterior densities in Bayesian statistics and neural networks.
A very attractive property of HMC is the fast exploration of the state space, making it more efficient
that the random-walk Metropolis method, as demonstrated in [1]. Despite its growing popularity,
simple HMC encounters difficulties when dealing with large datasets, or large gradients.
In the following sections I will introduce Hamiltonian dynamics and how it can be used to construct
an MCMC sampler. Then two variants will be considered, Stochastic Gradient HMC to help with the
scalability issues of HMC and Relativistic HMC to increase the robustness of the algorithm and its
applicability.

2 Hamiltonian Dynamics

2.1 Hamilton’s equations

Hamiltonian dynamics describes the motion of particles, however, its differential equations are ele-
mentary and understanding them requires no background in physics.
The system is described by the Hamiltonian, a function of the position θ and the momentum p of a
particle, both d-dimensional vectors. The form of the Hamiltonian usually used in HMC represents
the total energy of the particle, the sum of its potential energy U(θ); and its kinetic energy K(p) as
shown in Equation (1).

H(θ,p) = U(θ) +K(p). (1)

The motion of the particle determines how θ and p evolve over time, and is governed by Hamilton’s
equations given in Equation (2).

dθi =
∂H

∂pi
dt, dpi = −∂H

∂θi
dt. (2)

Where i = 1, 2, ..., d are used to index the components of the position and momentum.
Sometimes it is useful to combine θ and p into z = (θ,p) to represent the full state space, a vector of
length 2d. Then the equations of (2) are rewritten as shown in Equation (3).

dz = J∇H(z) (3)

Where ∇H(z) is the gradient of H(z) and

J =

(
0d×d Id×d
−Id×d 0d×d

)
, (4)

with its quadrants given by the identity and null matrices.
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2.2 Discretising

In this subsection two methods are introduced to approximate Hamilton’s equations in a discreet
time setting to enable computer implementation. In both cases the state is iteratively computed at
successive time steps t = ε, 2ε, ... (where ε is a small step size) starting from a given location θ and
momentum p at t = 0.
Euler’s method of discretisation is the most common for differential equations, and its steps are
described by Equations (5) and (6).

pi(t+ ε) = pi(t) + ε
dpi
dt

(t) = pi(t)− ε
∂U

∂θi
(θ(t)) (5)

θi(t+ ε) = θi(t) + ε
dθi
dt

(t) = θi(t) + ε
∂K

∂pi
(p(t)) (6)

By iterating the above steps, the trajectory of the position and the momentum can be approximated
along with their values at time t = τ , given that τ is a multiple of ε. Unfortunately, the results are
not good and the trajectories diverge to infinity. Even though decreasing ε leads to improvements,
the divergence to infinity is only slowed down.
In HMC the leapfrog discretisation (otherwise known as Verlet integration) as given in equations (7),
(8) and (9) is the accepted standard, even if other methods were also explored. [2] [3]

pi(t+
ε

2
) = pi(t)−

ε

2

∂U

∂θi
(θ(t)) (7)

θi(t+ ε) = θi(t) + ε
∂K

∂pi
(p(t+

ε

2
)) (8)

pi(t+ ε) = pi(t+
ε

2
)− ε

2

∂U

∂θi
(θ(t+ ε)) (9)

Using half time-step values of the momentum increases stability, preventing the divergence of the
trajectory.

3 Hamiltonian Monte Carlo

3.1 The Hamiltonian function

The distribution to be sampled from is connected to Hamiltonian dynamics via the Gibbs-Boltzmann
distribution from statistical mechanics. The probability density function P (x) of the states x that are
described by an energy function E(x) is given by Equation (10),

P (x) =
1

Z
exp

(
−E(x)

kBT

)
(10)

where Z is a positive normalising constant, kB is the Boltzmann constant and T is the temperature
of the system. For the following discussion kBT will be set to 1.
As mentioned before, the Hamiltonian is an energy function, dependent on the joint state (θ,p),
therefore we can use it as the energy in the Gibbs-Boltzmann distribution. Equation (11) shows that
θ and p are independent for H(θ,p) = U(θ) + K(p) and the joint distribution is separable into two
Gibbs-Boltzmann distributions with respective energies U(θ) and K(p).

P (θ,p) ∝ exp (−H(θ,p)) = exp (−U(θ)) exp (−K(p)) (11)

HMC samples from the joint distribution where θ represents the variables of interest, while p are aux-
iliary variables introduced to enable the use of Hamiltonian dynamics. By separating and rearranging
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Equation (11) U(θ) is found, giving the potential energy to be used in Hamilton’s equations as shown
in Equation (12).

U(θ) = −log(P (θ)) (12)

Most often we want to sample from a posterior distribution, therefore P (θ) can be written as
P (θ) = π(θ)L(θ|D) where π(θ) is the prior density and L(θ|D) is the likelihood given the observed
data D. Equation (12) leads to some restrictions on when HMC can be used; the target P (θ) has
to be a continuous distribution on Rd for which the density function can evaluated up to a constant.
The partial derivatives of the log of the density function must exist and we must be able to compute
them. The only exception is on points with zero probability where some other value is returned.
The most common K(p) uses Newtonian dynamics and is given in Equation (13),

K(p) =
pTM−1p

2
(13)

where M is the mass matrix. It is symmetric and semi-definite, typically diagonal and often a scalar

multiple of the identity matrix. Other functions can be used for kinetic energy, as we will see in
Section (5). For kinetic energies defined by Equation (13) p has a zero-mean multivariate Gaussian
distribution with covariance M . Most often the components of p are independent, simplifying the
computation of K(p) as seen in Equation (14),

K(p) =
d∑

i=1

p2i
2mi

(14)

where mi are the diagonal elements of M .

3.2 The Algorithm

Each iteration of HMC starts with the momentum variables p randomly drawn from their correct
conditional distribution, then Hamiltonian dynamics are used to propose a new state.
Starting from the state (θ,p), the proposal (θ∗,p∗) is reached via L steps of size ε of a suitable discreet
approximation of Hamiltonian dynamics, for example the Leapfrog method, followed by negating the
momentum. The negation of the momentum is needed to ensure that the proposal is symmetric and
so the accept-reject step is valid, but since K(p) = K(−p) and a new p is chosen at the beginning of
the next iteration it can be disregarded in practice. The acceptance probability of the proposed state
is given in Equation (15).

min [1, exp(−H(θ∗,p∗) +H(θ,p))] = min [1, exp(−U(θ∗) + U(θ)−K(p∗) +K(p))] (15)

If the proposed state is accepted it becomes the next state of the Markov chain, if not, the Markov
chain remains at the current state and is counted again.
In terms of the joint distribution resampling p is responsible for the move to a different probability
density as we will show that the HamiltonianH(θ,p) is conserved. When looking at θ, the Hamiltonian
dynamics allows for moves to states with different probability densities, but resampling p is still
essential. Rearranging Equation (1) gives U(θ) = H(θ,p)−K(p), therefore we see that U(θ) would
be limited by H(θ,pinitial).
L and ε are parameters of the algorithm that need tuning, however, it is good practice to draw them
randomly from a small interval. [4]
Note that the HMC algorithm leaves the joint distribution P (θ,p) invariant and the samples will be
generated from the correct target distribution. The proof can be found in [1].
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3.3 Properties

Hamiltonian dynamics has many desirable properties and are described in detail in [1].
There exists a one to one mapping Ts between the state (θ,p) of the system at time t and any other
time t+s, therefore the state at time t can be obtained from the state at t+s via the inverse mapping
T−s. This property is called reversibility and is crucial to show that the desired distribution is left
invariant under the MCMC updates when using HMC.
It is easy to show that the Hamiltonian is conserved, analogous to conservation of total energy. The
proof using Hamilton’s equations is shown in Equation (16).

dH

dt
=

d∑
i=1

[
dθi
dt

∂H

∂θi
+

dpi
dt

∂H

∂pi

]
=

d∑
i=1

[
∂H

∂pi

∂H

∂θi
− ∂H

∂θi

∂H

∂pi

]
= 0 (16)

Re-examining Equation (15) this would mean that the acceptance probability is 1. However, due to
the discretisation H is being conserved only approximately, so the acceptance probabilities will only
be close to 1. However, this is already much higher than that of other MCMC methods such as the
random-walk Metropolis, making HMC efficient with a large effective sample size. [5]
Any system that obeys Hamilton’s equations also preserves volume since the vector field generated by
Hamilton’s equations is solenoidal. This means that some volume V enclosed by the region R of the
state space will stay constant even if we apply the mapping Ts to the points of region R. The proof
that solenoidal vector fields preserve the volume enclosed by a closed surface when moving through
state space can be found in [6]. Volume preservation is equivalent to the determinant of the Jacobian
of the mapping Ts having 1 as its absolute value. This is important, as the otherwise needed but
possibly infeasible calculation of the Jacobian matrix of every mapping becomes unnecessary.
However, volume preservation is only a consequence of a stronger condition, symplecticness, that is
given in Equation (17)

BT
s J
−1Bs = J−1 (17)

where Bs is the Jacobian of the mapping and J is given in Equation (4).

4 Stochastic Gradient Hamiltonian Monte Carlo

HMC is a very successful algorithm that is becoming ever more popular. However, a major drawback
is the need to calculate the gradient ∇U(θ) using the entire dataset, and that is infeasible for large
datasets or streaming data, both becoming increasingly common.
A noisy estimate of the gradient was suggested by [7], following a series of successes of the approach in
machine learning algorithms. However, for convenience a framework for Stochastic Gradient MCMC
is introduced first.

4.1 Framework for Stochastic Gradient MCMC

A complete framework was introduces in [8] for continuous dynamic MCMC methods, so that if
a continuous Markov process can be cast in the framework its stationary distribution will provide
samples from the target distribution.
Markov processes considered for sampling can be formulated as a stochastic differential equation (SDE)
as shown in Equation (18)

dz = f(z)dt+
√

2D(z)dW (t) (18)

where z are the parameters of the target distribution while f(z) is the deterministic drift, often related
to the gradient of H(z) and D(z) is a positive semi-definite diffusion matrix. W (t) is a d-dimensional
Wiener process. D(z) and f(z) need to be chosen carefully as not all lead to the correct stationary

5



distribution. Writing f(z) in terms of the target distribution was proposed so that

f(z) = − [D(z) +Q(z)]∇H(z) + Γ(z), Γi(z) =

d∑
j=1

∂

∂zi
(Dij(z) +Qij(z)). (19)

Where Q(z) is a skew symmetric curl matrix that represents energy conserving dynamics and Γ(z) is a
correction factor. It can be shown that sampling from Equation (18) using f(z) as defined in Equation
(19) yields the correct stationary distribution and posterior after discarding auxiliary variables.
Like we have seen for Hamilton’s equations, the stochastic differential equation in (18) needs to be
discretised, giving the update rule in Equation (20) where the Euler-Maruyama method was used.

zt+1 = zt − εt [(D(zt) +Q(zt))∇H(zt) + Γ(zt)] +N (0, 2εtD(zt)) (20)

The above equation uses the full data to calculate ∇H(z) and that includes calculating ∇U(θ). How-
ever, the motivation behind introducing stochastic gradients was the infeasibility of such calculations.
Instead, a noisy but unbiased estimator of the gradient ∇Ũ(θ) is computed using a minibatch, D̃,
sampled uniformly at random from the entire dataset D.

∇Ũ(θ) = −|D|
|D̃|

∑
x∈D̃

∇logL(x|θ)−∇logπ(θ), D̃ ⊂ D (21)

Assuming that the observations are independent and applying the central limit theorem to Equation
(21) we get the approximation in Equation (22),

∇Ũ(θ) ≈ ∇U(θ) +N (0, V (θ)), (22)

where V (θ) is the covariance of the stochastic gradient noise. The size of the minibatches is chosen
so that the central limit theorem is applicable while reducing the computational cost, in the order of
hundreds of data points.
The resulting noisy Hamiltonian gradient is H̃(z) = H(z) + [N (0, V (θ),0]T, but substituting the
noiseless Hamiltonian with it would introduce an additional noise term. This can be corrected using
the variance estimate of the additional noise denoted as B̂t, required to satisfy 2D(zt) − εtB̂t � 0
that is always true for small εt.
Finally, the stochastic gradient update rule is found.

zt+1 = zt − εt
[
(D(zt) +Q(zt))∇H̃(zt) + Γ(zt)

]
+N (0, εt(2D(zt)− εtB̂t)) (23)

Using this framework for z = (θ,p), H(θ,p) = K(p) + U(θ), setting D(z) = 0 and

Q(z) =

(
0 −I
I 0

)
,

we recover deterministic Hamiltonian dynamics discretised via the Euler method as discussed in Section
2.

4.2 Stochastic Gradient HMC

We find that if ∇U(θ) is naively substituted with ∇Ũ(θ) in HMC, the resulting model cannot be
rewritten in the discussed framework and indeed in [7] it was proven separately that this Markov chain
does not have the right stationary distribution. A Metropolis-Hastings accept-reject step would be
costly to compute often as it requires the entire dataset, defeating the purpose of using noisy gradients.
However, if the MH step is not used frequently the acceptance probabilities decrease dramatically.
However, the framework suggests the correction to the method, adding the term εV (θ)M−1p, more
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generally CM−1p for C � εV (θ) to the noisy gradient∇Ũ(θ). Then the diffusion matrix and the
curl matrix take the forms

D(θ,p) =

(
0 0
0 C

)
, Q(θ,p) =

(
0 −I
I 0

)
. (24)

The correct dynamics then can be discretised as shown in Equations (25) and (26).

θt+1 = θt + εtM
−1pt (25)

pt+1 = pt − εt∇Ũ(θt)− εtCM−1pt +N (0, εt(2C − εtB̂t)) (26)

The physical interpretation of this additional term is friction, reducing the change in energy due to
the noise added to the system and therefore its effect.
Since this model fits the framework we know that it produces the correct stationary distribution and
can be used to produce samples from the target distribution without using the whole dataset.

5 Relativistic Dynamics

In previous sections following common practice ([1], [7], [8], [9]) the Hamiltonian for Newtonian dy-
namics was used, however there are benefits to using Relativistic dynamics instead.
Hamiltonian Monte Carlo encounters problems when the gradient ∇U(θ) takes a large range of values,
such as in neural networks. For large gradients the particle travels at high speeds leading to discretisa-
tion errors. This can be avoided by choosing larger mi, but where the change in the potential is slower
large mi leads to the particle moving sluggishly resulting in slow mixing of the Markov chain. We can
see that the real aim of tuning mi is to control the speed of the particle. Using relativistic dynamics
allows us to control the speed of the particle directly by setting a maximum speed for the particle,
c, and its mass changes so that this limit is not exceeded. In addition, by reducing the discretisation
error this approach enables the use of larger ε reducing the computational costs.

5.1 Relativistic Hamiltonian Monte Carlo

With Relativistic dynamics the Hamiltonian still has the same form as in Equation (1), but instead
of Equation (14), Equation (27) gives the kinetic energy K(p).

K(p) =
d∑

i=1

mic
2
i

(
p2i
m2

i c
2
i

+ 1

) 1
2

(27)

mi is the rest mass and ci is the maximum speed of the particle for coordinate i, both tunable
hyperparameters. While ci provides an upper bound for the speed, mi is a lower bound for the
mass. Being able to set them independently for each coordinate is most beneficial in high dimensional
problems. For this case Hamilton’s equations are shown in (28), where Mi(pi) is the relativistic mass,
dependent on the momentum pi.

dθi =
∂H

∂pi
dt = M−1i (pi)pidt, dpi = −∂H

∂θi
dt = −∇U(θ)dt, Mi(pi) = mi

(
p2i
m2

i c
2
i

+ 1

) 1
2

(28)

When the leapfrog method is used to discretise we get:

pi(t+
ε

2
) = pi(t)−

ε

2

∂U

∂θi
(θ(t)), (29)

θi(t+ ε) = θi(t) + εM−1i (pi(t+
ε

2
))pi(t+

ε

2
), (30)

pi(t+ ε) = pi(t+
ε

2
)− ε

2

∂U

∂θi
(θ(t+ ε)). (31)

7



Then the HMC algorithm can be applied the same way as described in Section (3.2), with p sampled
from a multivariate, symmetric hyperbolic distribution instead of a multivariate Gaussian.
The performance of HMC using Newtonian and relativistic dynamics was compared in [10] on a two
dimensional Rosenbrock banana function and three Gaussian mixture models. The relativistic version
was demonstrated to be more robust for the same step size with the difference between the two growing
more pronounced for larger ε. The sensitivity to large gradients is also reduced, fulfilling expectations.
Using relativistic dynamics and relativistic mass was also shown to improve the stability of Stochastic
Gradient HMC for larger step sizes speeding up convergence. [10]
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