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1 Introduction

Patrol problems are often encountered in real life when a number of key sites need to be protected

from illegal activities.

Different versions of the problem have been studied since the 1970s, however, early focus was on al-

location of assets such as personnel to different regions to achieve the best performance when crime

occurs at a fixed frequency (Chelst, 1978). Blumstein and Larson (1967) has showed that random

patrols rarely intercept random crimes in progress, however, they still make up about a quarter of the

arrests made during patrol (Elliott, 1970), validating the use of intercept probabilities as performance

measures. The näıve approach would be to allocate patrol units proportionally to the crime rate,

however, the algorithm suggested by Chelst (1978) achieved significantly better detection rates. It

ranked the patrol regions according to the increase in their weighted intercept probabilities when a

new patroller was added to the region, and assigned an additional patroller to the highest ranking

region. This process was iterated until all available patrollers were allocated to a region.

Birge and Pollock (1989) have formulated a patrol model for police in rural areas as a Markov process,

where the state of the system was defined in terms of the state of the patrol unit. The model was

applied to multiple patrol units using an approximation where even though the transitions of the units

were independent, the transition rates of an individual patrol unit depended on the state of the other

units. The goal of this model was to find the steady state probabilities and use those to evaluate

performance measures such as the average response time. Similarly to Chelst (1978) this model was

formulated in terms of regions instead of specific locations.

With the accelerating growth of surveillance technology, the focus of research on patrolling has shifted

from allocation of assets to regions to examining how a patrol should be routed through a set of po-

tential target locations to uncover illicit activities on time. Examples of this type of problem include

a security manager, allowed to view one stream of live CCTV footage from a surveillance room trying

to ensure safety of the streets or a specific building, and a security guard patrolling across different

exhibition rooms to prevent art theft. Another, fairly obvious example would be border or other
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perimeter patrols.

The early models also ignored the possibility of the attacker changing their behaviour due to the exis-

tence of the patrol. Differential games have been used to model the conflict between police and thief,

but their focus was on the dynamic aspect of mutual readjustment and not the task of determining the

patrol path of the police (Feichtinger, 1983). Related problems such as search and infiltration games

has been extensively studied. In search games a Searcher wishes to minimise the time required to find

the Hider (Alpern et al., 2013), and in infiltration games a Guard attempts to prevent an Infiltrator

entering a facility (Garnaev et al., 1997). Recent works on the patrol problem use a game theoretical

setting to take the adversarial aspect into account. (Amigoni et al., 2008; Paruchuri et al., 2007)

Randomisation of the patrol pattern has a common-sense justification, that is a non-random patroller

is predictable and can be countered, thus rendering it ineffective, but achieving effective randomisation

is not trivial. Paruchuri et al. (2007) have developed a heuristic for Bayesian leader-follower games

capitalising on the first-mover advantage of the patroller. Alpern et al. (2011) considered strategies

for simultaneous-move games as it is not always correct to use the leader-follower set-up.

While all previously mentioned formulations of the patrol problem assumed that all regions and lo-

cations can be reached from the others as in a complete graph, the Patrolling Game of Alpern et al.

(2011) was inspired by search games taking place on arbitrary graphs and therefore was considered

closest to the work of Lin et al. (2013) by the authors. Even though Alpern et al. (2011) found no

general analytical results for the Patrolling Game, the ones presented for special cases provided intu-

itive strategies. Alpern et al. (2017) offers an analytical solution on line graphs for a deterministic,

short attack duration and extended the Patrolling Game to allow for multiple patrollers.

The patrol problem can be thought of as a key resource, the patroller, being moved between multiple

projects, the targeted locations. Motivated by the success of index-based heuristics in dynamic re-

source allocation (Glazebrook et al., 2007, 2009), Lin et al. (2013) developed a heuristic using aggregate

indices for random attackers on an arbitrary graph, governed by understood stochastic processes. As

their main interest was in patrolling against strategic attackers, this heuristic was utilised to develop

effective randomised policies in a game-theoretic setting.

In the following we will focus on the methodology developed by Lin et al. (2013), however, knowledge

of Whittle indices and two-person zero-sum matrix-games is required for understanding and will be

discussed in Section 2. Sections 3, 4 and 5 follow the work of Lin et al. (2013) closely, with Section

3 used to set up the framework for the graph patrol problem. Section 4 will be dealing with the

case when the attackers choose which nodes to attack randomly, while Section 5 will look at the case

of strategic attackers. Section 6 discusses existing and potential extensions with Section 7 briefly

concluding the literature review.

2



2 Theoretical Prerequisites

2.1 Restless Bandits and the Whittle Index

Restless bandits are an extension of the multi-arm bandit problem, where the system components, the

different bandits, evolve regardless if they are active. If multi-arm bandits are an unfamiliar subject to

the reader, we invite them to read Chapter 2 of Gittins et al. (2011), and we will follow the discussion

of restless bandits from Chapter 6 of the same.

We consider the case where each of the n bandits are statistically identical Markov decision processes.

In general it is sufficient for restless bandits to be semi-Markovian, however we opt to restrict the dis-

cussion to the discreet-time case so that the decision times are t ∈ N0. The states of the processes at

time t are given as x1(t), x2(t), ..., xn(t) and for each of them an action is chosen u1(t), u2(t), ..., un(t).

There are two actions available for all bandits, ui(t) ∈ {0, 1} with ui(t) = 0 being the passive and

ui(t) = 1 the active action. Active and passive bandits evolve according to different rules until the

next decision time t.

We require that at any time t there are exactly m < n bandits active. Then the action taken on a

system level can be written as u(t) = (u1(t), ..., un(t)) with the constraint that
∑n

i=1 ui(t) = m.

An example for such a restless system is where both the active and passive actions run the same pro-

cess albeit at different speeds, called dual-speed restless bandits, or where the active bandit performs

work with its vigour and therefore performance decreasing and the passive bandit rests to increase its

vigour.

Unfortunately the restless bandit problem is PSPACE-hard and the dynamic program equation max-

imising the expected total discounted reward cannot be solved generally. However, Whittle (1988) has

developed an index method to find a close to optimal heuristic for the operation of restless bandits.

Consider the average reward so that there is no discounting. For statistically equivalent bandits it

is reasonable to believe that any bandit i would be active precisely m/n of the time. Therefore we

consider stationary Markov policies for how a single bandit is best operated to maximise the average

reward gained under the constraint that ui = 1 at m/n of the time. An upper bound for the reward

can be found using a linear program with variables zux representing the fraction of time that the bandit

is in state x ∈ E and action u is taken, where E is the state space.
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maximise
∑
x,u

r(x, u)zux (2.1)

subject to∑
x,u

zux = 1, (2.2)

∑
x

z0
x ≥ 1−m/n, (2.3)

∑
u

zux =
∑
y,u

zuyP (x|y, u), for all x, (2.4)

zux ≥ 0, for all x, u. (2.5)

Lagrangian relaxation is used for constraints 2.3 and 2.4. They are moved to the objective along with

a Lagrangian multiplier each, interpreted as a penalty incurred when the constraint is violated. This

transforms the hard constraints as written above into soft ones (Lemaréchal, 2001). Constraint 2.3

assumes that the active action is better and preferred to the passive action, producing equality at

optimality.

The optimal value of the dual linear program g can be found from the average reward dynamic

programming equation in 2.6, where W and φ(x) are the Lagrange multipliers of 2.3 and 2.4, and W

is interpreted as a subsidy for taking the passive action.

φ(x) + g = max
u∈{0,1}

{
r(x, u) +W (1− u) +

∑
y

φ(y)P [y|x, u(x)]

}
(2.6)

Equation 2.6 partitions the state space into three sets, one where the passive action is optimal, one

where the active action is optimal and another, containing only one state where randomisation over

the two actions is optimal. Restless bandits where increasing the subsidy W leads to a monotonic

increase in the cardinality of the set where passive action is optimal are called indexable. It is only

these bandits that the Whittle index policy can be used for. Full understanding of the indexability of

restless bandit systems has not been achieved, however, some special cases such as dual-speed bandits

have been proven to be indexable (Glazebrook et al., 2002).

The Whittle index is then the least value of the subsidy W so that the passive action ui = 0 is optimal.

They are computed for every bandit in the system and the Whittle index policy suggests engaging the

m bandits with the highest indices. The Whittle index policy is asymptotically optimal as the number

of bandits in the system goes to infinity, under the condition that the differential equations describing

a fluid approximation of the evolution of the bandit states under this policy have an asymptotically

stable equilibrium point (Gittins et al., 2011).

In Section 4.2 we will see how Whittle indices can be used for patrol routing.
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2.2 Two-Person Zero-Sum Games

To enable understanding of the game theoretical aspects of the graph patrol problem as discussed by

Lin et al. (2013), we introduce two-person zero-sum games following the instructions of Washburn

(2014).

Game theory studies the conflict and cooperation between rational decision makers. A two-person

zero-sum game is played by two decision makers, known as the players, with interests that completely

oppose each other. When both players have a finite set of actions to choose from, represented as rows

and columns of a matrix A, it is also a matrix game, and the matrix entries aij give the utility to player

1 if they choose the ith row and player 2 chooses the jth column. The utility function U of a decision

maker is a random variable, but when faced with only two options it is given by the probability of

the better outcome. Since the interests of the players are perfectly opposed, the better outcome for

player 1 is the worse outcome for player 2 and so the game can be sufficiently represented in terms of

the utilities of one of the players, traditionally player 1. Von Neumann and Morgenstern have showed

that rational decision makers will choose the alternative maximising their expected utility. Then the

goal of player 1 is to maximise their utility and the goal of player 2 is to maximise their own utility

by minimising the utility of player 1. The value v of the game is the utility received by player 1.

As hinted at in Section 1, players can either choose their actions, their strategies simultaneously, or

one of the players can lead, choosing first so that the other player would have to react. We will focus

on the simultaneous-move scheme, where the players choose their strategies at the same time, without

knowledge on their opponent’s choice.

In general, there are two types of strategies available to the players; a pure strategy is a player simply

choosing a row or column of the matrix and a mixed strategy is a probability distribution over all

their pure strategies. It is important to see that randomisation by using mixed strategies is crucial,

and we will illustrate it with an example from Washburn (2003), the game between Sherlock Holmes

and Moriarty.

Moriarty:

Canterbury Dover

Holmes:
Canterbury 0 0.5

Dover 1 0

Table 1: The game matrix of Holmes against Moriarty. The rows and columns are the pure strategies

of the players and the matrix entries are the utilities of Holmes, his probabilities of escape.

The context of the game is that Sherlock Holmes is trying to escape Moriarty by travelling to Dover

and taking the ferry. However, Moriarty knows of this plan and might follow and overtake Holmes,
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who now faces two options: Go to Dover, or interrupt his journey at Canterbury. Moriarty knows of

these options and now has to decide for himself where to go in an attempt to capture Holmes. Neither

player knows what action the other will take, and therefore this is a simultaneous-move game, with

matrix representation shown in Table 1. The rows and columns give the pure strategies available to

both Holmes and Moriarty, going to either Canterbury or Dover, and the matrix entries represent the

utilities of Holmes, his probability of escape. It can be seen that if they choose the same destination

Holmes is captured with no chance of escape, but if they choose different locations Holmes can escape

with positive probability. As tempting as it might be to have Holmes go to Dover, there is no guarantee

that Moriarty will not be waiting for him there. Short of knowing the actions of Moriarty, the best

Holmes can do is to randomise, roll a die and if he rolled ”1” or ”2” go to Dover, otherwise go to

Canterbury. This guarantees an escape probability of 1/3 irrespective of the actions of Moriarty. On

the other hand, Moriarty can also roll a die, to ensure that this escape probability is no higher than

1/3. We found that the maximum and the minimum guaranteed escape probability of Holmes are the

same, giving the value of the game v = 1/3. Therefore we have seen that randomisation yields the

largest expected utility.

The idea that under the optimal policy, the highest guaranteed utility for player 1 is the lowest utility

that can be guaranteed by player 2 is formalised in von Neumann’s theorem (Washburn, 2014). It

states that given a matrix with entries aij the corresponding two-person zero-sum game is solvable if

the probability distributions x∗ over the rows and y∗ over the columns exist along with a number v

so that

∞∑
i=1

aijx
∗
i ≤ v for j = 1, ... ,

∞∑
j=1

aijy
∗
i ≥ v for i = 1, ... .

Then x∗ is the optimal strategy for player 1 and y∗ is the optimal strategy for player 2, with v being

the value of the game. Since v is the guaranteed minimum for player 1 and the guaranteed maximum

for player 2 against any action taken by their opponent rationality dictates that anything lower is

unacceptable for player 1 and anything higher is unacceptable for player 2 and so they both choose a

strategy that produces a payoff of v.

The probability distributions x∗ and y∗ can be found using linear programming where the linear

program producing y∗ is the dual of the one giving x∗.
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3 The Patrol Model

We start the discussion of patrolling on a graph by setting up the model framework used by Lin et al.

(2013).

The two adversaries in the graph patrol problem are the defender, otherwise known as the patroller

and the attacker. The attacks of the attacker, interpreted as illicit activities eg. planting a bomb,

need to be detected by the patroller before they complete and cause damage.

The n sites the patroller wishes to protect are embedded in a graph where the nodes represent the

potential targets and the edges represent connections between those sites that the patroller can traverse

to move between them. Since we consider the discreet time case where the patroller takes unit time

to traverse any and every edge, the graph is sufficiently represented by an n× n adjacency matrix a,

where the entries of the matrix show if the nodes i and j are connected ai,j = 1 or not ai,j = 0. The

patroller is allowed to stay at the same node for consecutive periods and so ai,i = 1 for all i. Then a

patrol policy or pattern is defined as an infinite sequence of nodes that observe the edge constraint,

that is, only adjacent nodes follow each other in the sequence.

When moving between nodes, the patroller spends the duration of the time period to traverse the edge,

and is only at the patrolled node for an instant at the very end of the time period, before moving on

again. The detection of an ongoing attack takes place during that instant if both the attacker and

the patroller are located at the same node. Only the case where detection is perfect i.e. there are no

false negatives is considered in Sections 3 and 4, however imperfect detection is briefly touched upon

in Section 5.

We assume that attackers can arrive at any real valued time according to a Poisson distribution

with rate Λ, but the attacks are not instantaneous. At each node i the attacker requires a random

attack time Xi after arrival to complete the attack, leaving a window for detection. The probability

distributions of the Xis are arbitrary but known to both parties.

An undetected and completed attack incurs a node dependent cost ci, charged to the patroller. There

are no costs associated with attacks that are detected before completion. The aim of the patroller is

to find a patrol policy that minimises the expected cost from completed attacks. It is not reasonable

to expect a single patroller to detect an attack on time if they are responsible for too many locations,

and therefore the size of the graph should be restricted to no more than 20 nodes.

In the following two sections we consider this model with two types of attackers; one that selects the

target nodes at random, and another where selection is strategic.
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4 Optimal Patrolling Against Random Attackers

4.1 The Optimal Policy

In the case of random attackers, each attacker independently chooses which node i to attack with

probability pi, and therefore the arrivals at each node follow a Poisson process with rate λi = piΛ.

The optimal policy can be identified if we formulate the problem as a Markov decision process (MDP).

Since immediately after a patrol visit there are no attackers present, the state of the system can

be written as s = (s1, ..., sn) with state space Ω = {(s1, ..., sn) : si = 1, 2, ..., for i = 1, ..., n} where si

denotes the time periods since the last patrol visit. Since the patroller can only visit one node per

time period all si have distinct values that increment every period node i is not visited. After the

patroller’s visit to node i the state returns to si = 1. The above set-up allows us to identify the current

node as a function of the state l(s) = argminisi.

At the end of every time period the patroller needs to decide which node to move to, i.e. what action

to take. The action space is A = {j : j = 1, ..., n} as any node may be visited over time, but the set

of feasible actions A(s) is restricted to nodes adjacent to the current one A(s) = {j : al(s),j = 1}.

Lin et al. (2013) assumed that the attack times Xi are bounded and so the state space is finite, and

the action space is finite due to the finite number of nodes in the graph. This allows us to consider

only the set of deterministic stationary policies π (Puterman, 1994) that can be defined as a map

between the state and action space π : Ω→ A.

The state transitions are deterministic, so if the system is in state s and the patroller decides to visit

node i ∈ A(s) the resulting state will be s̃ = (s̃1, ..., s̃n), where s̃i = 1 and s̃j = min(sj + 1, Bj + 1).

Bj is the smallest integer that is an upper bound for Xj . Note that the states are no longer unique,

if two nodes i and j with the same bounds Bi = Bj = B are not visited for a time period longer than

B the nodes will be in the same state. The transition function is defined to be s̃ = φ(s, i). When i

is chosen according to policy π the resulting state can be written as ψπ = φ(s, π(s)). If we start at

an initial state s0 and all i are chosen according to policy π, an indefinite, deterministic sequence of

states will be generated {ψkπ(s0), k = 0, 1, 2, ...} via the recursion ψkπ = ψπ ◦ ψk−1
π for k ≥ 1. Since we

assumed the state space to be finite the sequence is expected to return to a state that has been visited

before. As all transitions are deterministic, the sequence of states between the first and second visit

will repeat indefinitely, forming a patrol pattern.

Next we write the cost function for the MDP. Assume the system is in state s and node i is visited

next. The cost incurred at node j in the next time period, Cj(s, i), is given by the expected number

of completed attacks at node j during the time period, multiplied by the cost of an attack at that

node.

Cj(s, i) = cjλj

∫ sj

sj−1
P (Xj ≤ t)dt (4.1)
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Note that the choice of i only affects the next state and therefore the future cost. Then the long run

average cost incurred at node j under the policy π is

Vj(π, s0) = lim
N→∞

1

N

N−1∑
k=0

Cj(ψ
k
π(s0), π(ψkπ(s0))), (4.2)

where N is the number of time periods considered. That is also the equivalent of the cost incurred at

node j over the patrol pattern divided by its duration.

Since we are interested in the cost function for the whole system, the long-run cost rate is simply a

sum of all Vj(π, s0). The optimal long-run cost rate is found by minimising over the patrol policies so

that

COPT (s0) = min
π∈Π

n∑
i=1

Vi(π, s0), (4.3)

where Π is the class of deterministic stationary patrol policies.

Vi(π, s0) depends only on the patrol pattern generated by the starting state and the policy, however,

in the case of connected graphs policies can be constructed to produce any feasible patrol pattern from

any initial state s0, therefore COPT does not depend on it and the notational dependence is dropped.

Now the MDP can be solved using linear programming as detailed in the electronic companion of Lin

et al. (2013). Unfortunately the problem becomes computationally intractable as the number of nodes

increases, but efficient heuristics have been developed.

4.2 Index Heuristics on Complete Graph

The graph patrol problem can be thought of as a restless bandit problem, where the nodes are the

bandits and a visit from the patroller activates the bandit. Whittle index policies, as introduced in

Section 2.1, were considered as they have been used successfully in many other applications such as

Glazebrook et al. (2007) with near-optimal results. The heuristic for the graph patrol problem based

on Whittle indices is developed as follows.

First, the constraint that the patroller can only visit one node per period is relaxed by allowing them

to visit multiple nodes, provided that the long run visit rate is no greater than 1. Then ΠMN is the

set of stationary deterministic patrol policies that are defined as a map from the state space Ω to the

modified action space α so that for π ∈ ΠMN π : Ω→ α : αi ∈ {0, 1} for i = 1, ..., n.

Applying these policies to an initial state generates patrol patterns in a similar way as π ∈ Π did.

Since the generated patterns repeat indefinitely, the visit rate of the patroller at node i for policy

π ∈ ΠMN applied to the initial state s0, µi(π, s0), is the ratio of the number of visits to node i in the

patrol pattern and the duration of the pattern. As explained in the previous subsection the long-run

cost rate does not depend on the initial state and therefore we write Vi(π) and µi(π) omitting the

dependence on s0.
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To ensure that the total rate of visits is no greater than 1 we restrict ΠMN to ΠTR defined as

ΠTR =

{
π ∈ ΠMN :

n∑
i=1

µi(π) 6= 1

}
. (4.4)

The modified cost function CTR is

CTR = min
π∈ΠTR

n∑
i=1

Vi(π). (4.5)

The only difference compared to COPT is that a larger set of patrol policies are evaluated.

Then the total-rate constraint over the set ΠMN is instead incorporated into the cost function using

Lagrangian relaxation, with Lagrange multiplier w ≥ 0. The new cost function C(w) Can be written

as

C(w) = min
π∈ΠMN

n∑
i=1

{Vi(π) + wµi(π)} − w. (4.6)

The relationship between the different cost functions is as follows:

COPT ≤ CTR ≤ C(w)

Equation 4.6 can be broken up into n one node optimisation problems, allowing us to inspect the

nodes individually and derive an index for them.

At node i we wish to minimise Vi(π)+wµi(π) and so our objective function for the one node problem,

dropping the index is written as

min
π∈ΠMN

Vi(π) + wµi(π), (4.7)

where w represents a service charge per visit.

We can write an MPD similar to the one seen before in Section 4.1 where there are only two possible

actions, the patroller either visits the node or not. The state of the node is the time periods passed

since the last patrol visit. Both the state space and action space are finite, therefore only stationary,

deterministic patrol policies are considered and the optimal action only depends on the state of the

node. The evolution of the state follows the same rules as in section 4.1, if the node is visited its state

becomes 1, otherwise increases by 1 every time period, so examination of policies where the node is

visited every k periods k = 1, 2, ... is sufficient.

The objective function in Equation 4.7 can be rewritten by considering a cycle of length k. Expanding

Vi and writing wµ(π) = w/k we find the long run cost rate f(k):

f(k) ≡
cλ
∫ k

0 P (X ≤ t)dt+ w

k
(4.8)

By minimising f(k) we can find the solution to Equation 4.7.

The quantity W (k), the value of the subsidy so that the patroller is indifferent to visiting the node
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can be found by setting f(k) = f(k + 1) and solving for w. Then W (k) is the index of the node,

calculated as

W (k) = cλ

(
k

∫ k+1

k
P (X ≤ t)dt−

∫ k

0
P (X ≤ t)dt

)
. (4.9)

Theorem 1 in Lin et al (2013) states that W (k) is non-decreasing in, and in the single node case visiting

every k periods if w ∈ [W (k − 1),W (k)] is optimal. It is also identified that when w ≥ cλE [X] not

visiting the node at all is optimal.

The index W (k) can be extended to general graphs with n ≥ 2 by affixing the subscript i, so that

Wi(k) is the index of node i if it is in state k.

Wi(k) = ciλi

(
k

∫ k+1

k
P (Xi ≤ t)dt−

∫ k

0
P (Xi ≤ t)dt

)
(4.10)

Then the heuristic generates the patrol patterns according to the following rules. The initial state is

set so that si = Bi + 1, representing a long neglected graph. Then the patroller starts from the node

i that has the highest index i = argmaxiWi(si), and then in all subsequent time periods the indices

Wi(si) are recalculated and j visited if j = argmaxiWj(sj). If two indices are equal Wi(si) = Wj(sj)

the choice between them is arbitrary.

The above described index heuristic (IH) aims to minimise the long run cost rate to the attacker,

that in the case where all ci = 1, represents the long run average probability of an attack completing

undetected.

This can be seen as a greedy method that comes up with a feasible patrol policy, close to the optimal

solution of the relaxed problem. The optimality of the IH was shown for complete graphs with n = 2,

but it did not hold for n ≥ 3.

4.3 Index Heuristics on General Graphs

The Index Heuristic delveloped for complete graphs cannot be used in general. Even though the pa-

troller can only move between nodes that have an edge in common, in the case of complete graphs this

had little effect as all nodes were connected. However, the edge constraint is important for general

graphs as not all nodes are connected and so the movements of the patroller are restricted.

To decide which node to visit only the indices of the adjacent nodes are computed and so the patroller

is ignorant of the state of all non-adjacent nodes. In a well connected graph this might not be a big

problem as the patroller is likely to move around and each node is evaluated fairly often, but the less

connected the graphs are the larger this issue becomes, to the point where the patroller can get stuck

at a node or branch.

11



Figure 1: Tree graphs are much less

connected than complete graphs.

The patroller could easily get stuck

in the right hand side brach, as the

index heuristic does not consider

non-adjacent nodes

Take the tree graph shown in Figure 1 as an example. After the

patroller reaches node 13 there will only be two feasible actions

for them, either stay there or move to node 14. Depending on the

arrival probabilities at the nodes the index policy might suggest

staying put for several time periods, leaving them vulnerable to

an attack.

Such vulnerabilities should be reduced as much as possible and

therefore in the following methods the patroller makes their de-

cision based on aggregate indices computed by looking ahead a

given number of time periods l. The aggregate index has a de-

terministic dependence on the patrol path via the state of the

system and so its calculation is straightforward. All possible pa-

trol paths of length l are generated and their aggregate indices

are evaluated. The patroller moves to the first node of the path

with the best aggregate index but repeats the whole process for

the next time period, always mapping a state to a node. Since the state transition is deterministic

and both the state and action space is finite, these heuristic methods will produce a patrol pattern

of finite length that is repeated indefinitely, so a long run cost rate can be calculated just as we have

seen with complete graphs.

The first aggregate method we consider is the Index Reward Heuristic (IRH), where the indices of the

nodes selected are interpreted as a reward. The aggregate index of a path is the sum of the indices

of the path nodes at the time of visit. Another approach is to treat the sum of the indices of the

unselected nodes as a penalty. This method is called the Index Penalty Heuristic (IPH). In IRH the

largest aggregate index is considered the best while for IPH the smaller the better.

Unfortunately the performance of the heuristic methods is not guaranteed to improve as we increase

l, however, the computational time increases. The time required to find the next node in a complete

graph is proportional to nl as there are nl paths to compare, and so l = 3 should only be considered

after l = 2 and so on. Then the Index Reward Heuristic with depth d, IRH(d), generates all patrol

patterns with look-ahead windows l = 1, ..., d, and selects the best. IPH(d) is defined similarly. Both

heuristics improve weakly with d. While IRH(1) and IPH(1) are equivalent, the same is not true for

any other d 6= 1 as illustrated by the following example from Lin et al. (2013).

Let us consider a graph with n = 2 nodes, arrival rate Λ = 1 and attack costs uniform across the

nodes c1 = c2 = 1. The attack probabilities are p1 = 0.1 and p2 = 0.9 with deterministic attack times

P (X1 = 2) = P (X2 = 2.5) = 1. In this case the naive patrol pattern 1→ 2, equivalent of visiting the

nodes in turns is optimal, and all attacks can be detected giving a long run cost rate of 0. Since both
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attack times are bounded by 3, we compute the Whittle indices Wi(k) using Equation 4.10 for i = 1, 2

and k = 1, 2, 3, and their values are W1(1) W1(2) W1(3)

W2(1) W2(2) W2(3)

 =

 0 0.2 0.2

0 0.9 2.25

 .

We know that IRH≡IPH for l = 1 and will produce the optimal policy, so we focus on the l = 2 case

to demonstrate the difference in the behaviours of the aggregate methods.

Let us start from node 1 and the state (1,2). There are 4 different possible patrol paths, each with

different index rewards and penalties as shown below:

Path Reward Penalty

1(1, 2)→ 1(1, 3)→ 1(1, 4) : 0 3.15

1(1, 2)→ 1(1, 3)→ 2(2, 1) : 2.25 0.9

1(1, 2)→ 2(2, 1)→ 1(1, 2) : 1.1 0

1(1, 2)→ 2(2, 1)→ 2(3, 1) : 0.9 0.2

Along with the sequence of nodes visited the state of the nodes are also displayed. As we can see, the

two methods rank the paths differently. The largest reward is obtained on the 1(1, 2) → 1(1, 3) →

2(2, 1) path, therefore according to IRH the patroller should stay at node 1, but since the smallest

penalty is on the 1(1, 2)→ 2(2, 1)→ 1(1, 2) path IPH would instruct the patroller to visit node 2. By

repeating this node selection procedure the patrol patterns are assembled. IPH produces the optimal

pattern 1 → 2, but IRH suggests the pattern 1 → 1 → 2 with long run cost rate found to be 0.15,

identifying the pitfall of IRH: Wi(k) weakly increases with k and therefore IRH waits to visit node i

so that its collected reward is higher when visited at a later time. For this reason IRH(d) is expected

to perform worse than IPH(d).

4.4 Numerical Experiments and the Mixed Index Penalty Heuristic

Lin et al. (2013) reports on numerical experiments performed to test the effectiveness of IRH(d) and

IPH(d). They were both compared to the Myopic Heuristic (MH) that aims to maximise the expected

cost that is avoided, treated as a reward, by visiting node i, R(s, i).

R(s, i) = ciλi

∫ si

0
P (Xi > t)dt (4.11)

The corresponding look-ahead method evaluates all feasible paths of length l and selects the next

node based on the path with the largest total reward. MH(d) compares the d paths generated using

l = 1, ..., d.

The performance of the three aggregate methods in terms of the long run cost rate was compared to
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either the optimal value or its tight lower bound established in Lin et al (2013). Five graph types

were considered, complete graphs, line graphs, circle graph, random trees and hexagon grids, each

applicable to a type of patrol scenario. For ease of interpretation the attack costs were set to ci = 1.

The state of the graph was set as described in Section 4.2 to model a long neglected graph, then the

heuristics were used to generate the patrol patterns. When 2000 time periods were not enough for

the graph to return to a previously encountered state the full path of length 2000 was used. In the

experiments 1000 randomly generated scenarios were used for each graph type.

When compared on complete and line graphs of n = 6 nodes, the Index Penalty Heuristic outperformed

the other two, improving significantly when d was increased and so the following experiments focused

on IPH(d).

The next set of tests compared the performance of IPH(d) with d = 1, ..., 5 on all five graph types.

They showed that less connected graphs benefited more from increasing the depth of the heuristic,

leading to development of the Mixed Index Penalty Heuristic (MIPH). In essence the MIPH is the

IPH(d) where d is set as

d = 1 + daverage distance between all pairs of nodese,

producing d = 2 for complete graphs. MIPH was found to perform well on all five graph types,

producing an evasion probability less than 0.5% above optimum on average, when the same for the

naive patrol pattern was approximately 20% above for both line and circle graphs. When examined

on larger complete graphs MIPH performed on average 2% above the lower bound and showed that

MIPH is effective for n ≤ 18.

5 Optimal Patrolling Against Strategic Attackers

5.1 Index-Based Heuristics for Strategic Attackers

Based on the aggregate index methods in Section 4, Lin et al. (2013) has developed a heuristic that can

be employed to find near optimal mixed strategies against a strategic attacker that aims to maximise

damage and cost to the patroller and chooses its target node accordingly.

The attacker and the patroller participate in a simultaneous-move two-person zero-sum game where

the attacker intelligently selects which node to attack and the patroller decides how to patrol the

graph. We formulate the objective function of the patroller in terms of the long run average cost due

to an attack at node i and not the cost rate as seen in Section 4. The objective function is given as

min
π∈ΠR

max
i=1,...,n

Vi(π)

λi
. (5.1)

Since Vi(π) is proportional to λi the long run average cost does not depend on λi. ΠR is the set of

randomised policies, containing all policies that map from the state space to the action space Ω→ A
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according to a probability distribution. The set up of the game implies that the attacker is player 1

and the patroller is player 2.

The linear program used to find the optimal solution for Equation 4.2 can be modified to compute the

optimal value of the game theoretical objective. However, similarly to the random attacker case the

linear program grows fast and becomes computationally intractable, even for moderate sized graphs,

providing motivation for an efficient heuristic.

As we have seen in section 2.2, mixed strategies are optimal for either participants of a two-person

zero-sum game. A mixed strategy of the attacker is clearly a probability distribution over all possible

targets, the nodes. However, there are multiple ways to randomise the strategy of the patroller. One

would be to define a probability distribution over all nodes adjacent to the patroller for every state

of the system. This way the optimal solution can be found, but the problem grows computationally

intractable quickly. Another approach, the one used in the suggested heuristic, is to randomise over

a set S of feasible patrol patterns. Each patrol pattern in the set is chosen with a given probability

and the one selected is repeated indefinitely. If the set included all feasible patrol patterns, optimality

could be achieved, however there may be infinitely many and so we cannot consider all.

By only examining a finite number of feasible patterns we define a different matrix game whose optimal

solution is a close approximation of the global optimum, if the set S = {ζ1, ..., ζm} is assembled

correctly. Following the structure of matrix games introduced in Section 2.2 the rows and columns

correspond to the pure strategies of the attacker and patroller respectively, row i representing an

attack at node i, and column j representing patrol pattern ζj ∈ S. The linear program solving this

n×m matrix game is much smaller than the one randomising over the nodes.

The main challenge is generating the set S and Lin et al. (2013) suggested doing so in three groups.

The patterns in the first group are generated using an iterative algorithm based on fictitious plays,

where the generated mixed strategies converge to the optimum as proven by Robinson (1951). The

plays of both the patroller and the attacker are chosen to counter the mixture of strategies their

opponent has chosen in previous rounds and produce the best expected value. In the first round both

players choose their strategy arbitrarily, however a sensible choice for the first patrol pattern ζ(1) (the

superscript denoting the round the patterns was chosen in) is one that is likely to cover all nodes.

This can be achieved by running IPH(d) where the attack probability of the nodes are

pi =
1/(ciE[Xi])∑n
j=1 1/(cjE[Xj ])

. (5.2)

The number of times nodes are chosen by the attacker are recorded in the variables ri, i = 1, ..., n.

Since the choice of the first target is arbitrary we can initialise r1 = 1 and all other ri = 0.

The algorithm runs for a given number of rounds, and for all subsequent k ≥ 2 rounds the observed

mixed strategy of the attacker is found as pi = ri/
∑n

j=1 rj . Then IPH(d) can be used to generate the
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patrol pattern ζ(k). The patroller’s observed mixed strategy is to follow pattern ζ(j), j = 1, ..., k − 1

with probability
1

k − 1
. The attacker chooses node i if the expected cost to the patroller is highest

attacking node i.

IPH(d) selects the best patrol pattern out of the d generated with look-ahead windows 1, ..., d, however

we include all of them in the set S as computation time increases with the number of rounds, but

these can add value to the set for little to no extra cost. Therefore running the algorithm for r × n

rounds produces r × n× d patterns.

It is theoretically possible that the patterns generated in the first group do not cover all the nodes,

and so the second group contains all one-node patrol patterns where the patroller is confined to a

single node, adding n patterns to the set S. This prevents leaving a node unprotected and handing

the attacker a free success.

The third and final group contains a further n patterns where even though the patroller is not confined

to a single node they spend most of their time at and mainly cover one node j. To ensure this the

probability distribution pj is constructed as follows. For all i 6= j pi =
K

ciE[Xi]
where K has to satisfy

K < 1

/ 1

cj

∑
i 6=j

1

E[Xi]
+
∑
i 6=j

1

ciE[Xi]

 .

For all i ci = 1 and so the patroller is minimising the evasion probability. Then the attack probability

at the node j is pj = 1−
∑

i 6=jK/E[Xi] > 0.5. Then IPH(d) is used to generate d patterns based on

each pj , adding n× d patterns to S.

Assuming all patterns generated in the three groups are unique S would contain r×n× d+n+n× d

patterns, where r and d are parameters of the heuristic. However, the performances of many patterns

are identical reducing the number of patterns that need to be evaluated.

As discussed in Section 2.2, once the set S is assembled, the optimal mixed strategy to the modified

game can be found using linear programming.

Proof can be found in the electronic companion of Lin et al. (2013) that this heuristic produces optimal

results on a two node graph with deterministic positive integer attack times using only groups 2 and

3 in S. To asses the performance of the heuristic when the suggested mixed strategy is not optimal

numerical experiments were used.

5.2 Numerical Experiments with Strategic Attackers

In order to find the values of the parameters r and d that provide the right balance between performance

and computational time numerical experiments were run on the graph types from section 4.4. It was

concluded that d should be smaller than in the MIPH

d = 1 + d(average distance between all pairs of nodes− 1)/2e,
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in exchange for a larger r, set to r = 10 in further experiments.

The performance of the heuristic was evaluated under the same scenarios as the MIPH. Both the

average and median costs surpassed the optimum value by less then 1%.

Similarly to the random attacker case a tight lower bound was derived to help establish performance

of the heuristic on larger graphs. On average for n = 12 results were 2% and for n = 18 results were

3% above this lower bound, demonstrating the excellence of the heuristic.

6 Extensions and future work

Imperfect detection, the possibility that even if both attacker and patroller occupy the same space the

attacker is not discovered, have been incorporated into patrol models as early as Chelst (1978) and

was mentioned by Lin et al. (2013) as a possible extension. Lin et al. (2014) have developed index

policies that account for false negatives, but have also shown that as predicted by Lin et al. (2013)

a different formulation is required. The state of the system can no longer be characterised by the

time passed since the patroller’s visit at the nodes, as the patrol is not guaranteed to clear out the

attackers. Instead, the state of the system is defined in terms of a finite sequence of nodes that have

been inspected over the previous time periods.

Lin et al. (2014) suggested modifying the attack cost so that the patroller would be charged not on

completion of the attack but for the duration it is undetected. That could be extended by considering

the case where an attack continues until the patroller visits its location, regardless how long it takes.

One of the model assumptions in Lin et al. (2013) was that all adjacent nodes can be reached in unit

time. To account for different distances between the nodes the authors suggested dummy nodes where

the cost and attack probability are zero. However, the effect these dummy nodes have on the system

has not been explored. It would be especially interesting to see the behaviour of the MIPH on a graph

with a large number of such dummy nodes where only a fraction of the nodes are potential targets.

We expect the recommended depth d would need to be increased, leading to longer computation time.

However, this could lead to better representation of real world scenarios and help account for not only

differences in distances but travel times between the targeted nodes.

We have discussed patrol routing on graphs when a set of localised targets represented as nodes need

to be protected from attackers, however we could also consider the case where the targets are not the

nodes but the edges of the graph. This could be encountered during police patrol in cities, they are

interested not in the junctions (nodes) but the streets (edges). Another application could be drone

surveillance where observations are not restricted to specific of locations.

Edge routing has been studied, for example the Chinese Postman Problem aims to find the shortest

closed path visiting every edge of the graph, while in the Rural Postman Problem not all edges need to
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be included. Chawathe (2007) have studied routing police patrols through streets represented as edges

of a graph to ensure coverage of most important locations while minimising the length of the route.

Hochbaum et al. (2014) have considered patrolling edges of a network against a strategic attacker,

and formulated it as a leader-follower game where the patroller moves first. However, we have found

no work on edge patrolling covering random attackers or treating it as a simultaneous-move game.

With the increasing popularity of surveillance robots I believe following up on edge patrolling would

be worthwhile.

7 Conclusion

We have given an overview of the patrol problem, including the early focus on patrol unit allocation

and the more recent developments in patrol routing in an adversarial setting. The concept of two-

person zero-sum matrix games and Whittle indices were introduced. The methodologies developed

by Lin et al. (2013) for patrolling on an arbitrary graph were discussed in detail. The Mixed Index

Penalty Heuristic was established for random attackers and used with modified depth parameter to

generate the set of patrol patterns that is randomised over for the strategic attacker case. At the end

the extension allowing for imperfect detection was briefly discussed along with a few suggestions for

further research.
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