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1 Overview

Change is all around us. In this rapidly evolving world, being able to answer the following three
questions: is there a change? when was there a change? and how certain are we? could make
the difference between drastic loss and beneficial gain. In finance, stockbrokers track changes in
volatility of stock prices to decide when to invest. In bioinformatics, the ability to detect regions
of genetic alteration is of great importance in cancer research. In oceanography, engineers need
to characterise the ocean environment to design and operate marine infrastructures. Changepoint
analysis is the answer to all three of these questions.

Changepoint analysis provides a way of estimating points in a time series, such as stock prices
or a patients blood pressure, where there is an abrupt change in structure. This change in struc-
ture is caused by a change in statistical property such as mean, variance or trend. Changepoint
detection methods are traditionally classified into two branches, online and offline. Online methods
are sequential methods, with the aim of detecting a changepoint as soon as it happens. Offline
methods are retrospective methods, and consider the entire sequence in full before searching for
changepoints. The methods we propose in this paper will all be in the offline setting.

Early literature (Page (1954)) on changepoint detection focussed mainly on a change in mean
and rarely discussed variance change. However, detecting variance change is very important in
applications such as finance (Chen and Gupta (1997)) and environmental processes (Killick et al.
(2010)) and therefore is the motivation for this paper. When performing a changepoint analysis, we
are mainly interested in, (i) looking at the whole data and testing whether there is a changepoint
or not and (ii) knowing that a change exists, breaking up the data into segments to find locations of
multiple changes. In Section 2 we will introduce methods in solving (i). These methods are known
as single changepoint detection methods and aim to test the hypothesis of no existing changepoints
vs a changepoint exists. The methods discussed are parametric and hence assume the distribution
of the data is known. In Section 3 we will tackle (ii). As more and more data is being collected,
it is likely that they will have more than just one changepoint, therefore there is a growing need
to be able to efficiently find multiple changepoints. Here, we define the necessary terms needed to
perform a multiple changepoint analysis. Those being, a cost function as a measure of change, a
penalty function as a measure of accuracy and search methods that aim to locate the number and
position of the changepoints. We go into detail on two different search methods, the first being an
approximate, well established method and the second being an exact, modern method. In Section
4 we apply the methods discussed in Sections 2 and 3 to real world data and try to search for
changepoints. The data we use is FTSE 100 Daily Returns data from 1984 to 2012. We use this
because daily returns data varies greatly over time and we are aware of historical events, such as
the 1987 stock market crash, where we expect a changepoint to be at. Section 5 concludes the
paper with a discussion.
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2 Detecting a single changepoint

Let y1:n = (y1, . . . , yn) be the observed univariate time series data. Let the potential changepoint be
located at τ . The best way to think of detecting this single changepoint is to view it as performing a
hypothesis test. The null hypothesis, H0, being no changepoint and the alternative hypothesis, H1,
being a single change point. More specifically, if we are interested in detecting whether a change
in variance exists, then the hypothesis test would be

H0 : σ1 = σ2 = · · · = σn

H1 : σ1 = · · · = στ 6= στ+1 = · · · = σn

where σ1:n are the variances of y1:n, respectively. Figure 1 shows an example of a variance change
at 1000. By eye-balling this data, it is very obvious where the change is, but in some cases the
changepoint position is a lot more subtle. The following methods use a test statistic approach to
detect if a change exists and estimates its position.

Figure 1: Time series plot with a change in variance at 1000.

2.1 Likelihood ratio test

We now introduce the likelihood ratio test approach to test the above general hypothesis. This
approach was first introduced to detect a change in variance by Jen and Gupta (1987) who derive the
asymptotic distribution of the likelihood ratio test statistic for a variety of well known distributions.
Using the same notation as seen in Eckley et al. (2011), the likelihood ratio method requires the
maximum log-likelihood under both the null and alternative hypothesis. Let p(·) be the probability
density function associated with the distribution of the data y1:n and θ̂ be the maximum likelihood
estimate of the parameters (for example, variance). The maximum log-likelihood under H0 is
logp(y1:n | θ̂). Under H1, the maximum log-likelihood for a given τ (the profile log-likelihood for
τ) is

Prl(τ) = logp(y1:τ | θ̂1) + logp(y(τ+1):n | θ̂2).

Therefore, the maximum log-likelihood under the alternative hypothesis is just maxτPrl(τ). The
test statistic is thus

λ = 2[maxτPrl(τ)− logp(y1:n | θ̂)].

We conclude that there is a changepoint present if λ > c, where c is a chosen threshold. Then we
estimate its position as τ̂ the value of τ that maximises Prl(τ). The appropriate choice of threshold
c is still an open research topic today. The likelihood ratio test can be extended to the penalised
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likelihood approach for detecting a changepoint by simply adding a non-decreasing penalisation
function, we refer the reader to Eckley et al. (2011) and Yao (1988).

2.2 Cumulative sum of squares

Inclan and Tiao (1994) provide an alternative to the classic likelihood approach in a way to detect
a change in variance. Let Ck =

∑k
i=1 y

2
i be the cumulative sum of squares of the data y1:n up to

an index k ≤ n and assume this data to be independent with mean 0 and variance σ2i , i = 1, . . . , n.
Let

Dk =
Ck
Cn
− k

n
, k = 1, . . . , n, with D0 = Dn = 0,

be the centred (and normalized) cumulative sum of squares. A change in variance is easy to visualise
by plotting Dk against k. This plot will show an oscillation around 0 in the case of homogeneity
and, in the case where there is an abrupt change in variance, the plot will suddenly go out of some
specified boundaries with a high probability. Assuming constant variance, these boundaries can be
obtained from the asymptotic distribution of Dk, for more details on this see Inclan and Tiao (1994).

We can now develop a test statistic as before to test for a change in variance. This test statistic is
maxk|Dk|. If maxk|Dk| exceeds a predetermined threshold, then we conclude there is a changepoint
near k̂, where k̂ is the value of k at which maxk|Dk| is attained and we take k̂ as an estimate of
the changepoint.

3 Detecting multiple changepoints

In practice, more and more data is being collected and, typically, such datasets will have more
than one changepoint. Therefore there is a growing need to be able to efficiently find multiple
changepoints. The methods discussed in the previous section can be adapted to the analysis of
multiple changepoints, however this comes at a greater computational cost.

The multiple changepoint problem can be stated as follows, for the data y1:n = (y1, . . . , yn), we aim
to find the number of unknown changepoints, m, with locations τ1:m = (τ1, . . . , τm). We assume
that τi is the time of the ith changepoint, so that τ0 < τ1, · · · < τm. Set τ0 = 0 and τm+1 = n
so that the changepoints split the data into m + 1 segments with the ith segment containing the
data points y(τi−1+1):τi = (yτi−1+1, . . . , yτi). This problem can be thought of as a model selection
problem, which consists of choosing the best possible segmentation of the data. The common
methodology to solve this problem has the following steps:

1. Define a segment-specific cost function C(y(τi−1+1):τi)

2. Sum this segment-specific cost function over the m+ 1 segments

3. Estimate the number and position of changepoints by minimising this sum

However, as stated in Haynes et al. (2014), this approach on its own results in overfitting since
adding a changepoint always reduces the overall cost. This will lead to an improvement in the
model fit since more parameters are being added. To compensate for this, Haynes et al. (2014)
showed two approaches to avoid such overfitting depending on whether we know beforehand the
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number of changepoints (1) or not (2).

Constrained minimisation problem: min
τ1:m

{m+1∑
i=1

[C(y(τi−1+1):τi)]
}

(1)

Penalised minimisation problem: min
m,τ1:m

{m+1∑
i=1

[C(y(τi−1+1):τi)] + βf(m)
}

(2)

As you can see in (2), the case where we do not know the number of changepoints, a penalty term
βf(m) is added that increases with m to guard against overfitting. The three ingredients that these
problems contain are the choice of cost function C, the choice of penalty βf(m), and the search
method that searches for the minimum.

3.1 Cost function

The cost function is a measure of homogeneity. It takes a low value in segments where there are
no changepoints and high values in segments where there are. They can be classified into two
categories, parametric or non-parametric. Non-parametric methods are not discussed in this paper
but they do have the advantage over parametric methods of being more robust and not requiring
distributional assumptions that parametric methods must have. For examples of non-parametric
methods see Matteson and James (2014) and Zou et al. (2014). In the parametric setting, the
choice of the cost function being twice the negative log-likelihood is common, as discussed in Chen
and Gupta (2011). Alternative cost functions do exists, as mentioned in Section 2 where Inclan and
Tiao (1994) proposed the cumulative sum of squares. However, Haynes et al. (2014) demonstrated
that, whilst there are several approaches to defining costs, in many cases these are equivalent to a
cost based on an appropriate likelihood model.

3.2 Penalty

The choice of penalty has an important impact on the accuracy of the segmentation estimate we
obtain. If the penalty is too small, many changepoints will be detected, even ones produced by
noise. If the penalty is too high, hardly any changepoints will be detected. So, it is about trying
to find a good balance. In practice, by far the most common choice of penalty is one which is
linear in the number of changepoints, i.e. βf(m) = βm . Examples of such penalties include
AIC (β = 2p)(Akaike (1974)) and SIC (β = plogn) (Schwarz et al. (1978)) , where p is the
number of additional parameters introduced by adding a changepoint. The AIC has been shown
to asymptotically overestimate the correct number of parameters, thus SIC is generally preferred.
Haynes et al. (2014) proposed, instead of just using a single penalty when segmenting data, use a
range of penalties, and showed how this approach is more appropriate.

3.3 Search method

The search method is the method used to solve the constrained and penalised minimisation problem,
(1) and (2); hence finding the number and location of changepoints. Search methods can either
be approximate or exact. Approximate methods are not guaranteed to find the segmentation of
the data that finds the global minimum of (1) and (2), thus only being an approximate solution,
whereas, exact methods are guaranteed to find this global minimum. However, exact methods come
at a greater computational cost and are more difficult to code and implement. We first introduce
an approximate method, Binary Segmentation, proposed by Scott and Knott (1974). Secondly, we
introduce an exact method, Pruned Exact Linear Time (PELT), proposed by Killick et al. (2012).
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3.3.1 Binary segmentation

Binary Segmentation (BS) is a greedy sequential algorithm and is arguably the most established
search method used within the changepoint literature (Eckley et al. (2011)). BS iteratively applies
a single changepoint detection method, as discussed in Section 2, to different subsets of the data
and greedily searches for the changepoints that lower the sum of costs. Assuming that we have a
linear penalty, the method starts off with the whole data set and aims to find a τ such that

C(y1:τ ) + C(y(τ+1):n) + β < C(y1:n).

If no τ satisfies this, then the method concludes that there are no changepoints in the data. Oth-
erwise, the data splits at τ into two subsets y1:τ and y(τ+1):n. The method then repeats on these
subsets, splitting the data into further subsets if more changepoints are found. The process stops
when no further splitting can happen.

The main advantage of BS is that it is computationally efficient, with O(nlogn) calculations.
The disadvantage is that the method only searches for one solution at a time and hence may miss
changepoints that are very close together. To solve this problem, Fryzlewicz et al. (2014) proposed
the method Wild Binary Segmentation (WBS). WBS uses the same principle as BS, however instead
of searching the whole data for a single changepoint, the data is split into multiple random intervals
and the interval containing the most evidence for a changepoint is selected. If the changepoint is
significant, the process is repeated either side, until no further changepoints are detected.

3.3.2 PELT

Jackson et al. (2005) introduced a method to exactly solve the penalised minimisation problem (2)
based on dynamic programming: Optimal Partitioning (OP). However, OP has a computational
cost of O(n2) and hence will become very inefficient as the size of the data increases. OP says,
assuming that we have a linear penalty, let F (n) be equal to the penalised minimisation problem
(2), with F (0) = −β. Define τs = {τ : 0 = τ0 < τ1 < · · · < τm < τm+1 = s} the set of all possible
number and position of changepoints for segmenting the data up to time s. Then it follows that:

F (s) = min
τ∈τs

{
m+1∑
i=1

[C(y(τi−1+1):τi) + β]

}
,

= min
t

{
min
τ∈τt

m∑
i=1

[C(y(τi−1+1):τi) + β] + C(y(t+1):n) + β

}
,

= min
t
{F (t) + C(y(t+1):n) + β}.

This provides a recursion which gives the minimal cost for the data y1:s in terms of the minimal
cost for the data y1:t for t < s. This recursion is then solved in turn for s = 1, 2, . . . , n.

Killick et al. (2012) introduced PELT, a modified version of OP that has a linear computational cost
O(n) and also guarantees to find the global minimum of (2) through the use of pruning. Pruning
allows the removal of solution paths that are known not to lead to optimality. PELT is based upon
the assumption that there exists a constant K such that for all t < s < T ,

C(y(t+1):s) + C(y(s+1):T ) +K ≤ C(y(t+1):T ). (3)
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The constant K can easily be calculated, for example if the cost function is set to be the negative
log-likelihood then K = 0. PELT follows the same algorithm as OP but with an added pruning
step in which every considered time step has to satisfy:

F (t) + C(y(t+1):s) +K ≥ F (s). (4)

If a time step does not satisfy (4), it is removed from the set of potential optimal changepoints for
all future time points. For a proof of this theorem and psuedo-code of the algorithm, see Killick
et al. (2012).

4 Application to FTSE 100 data

We now apply the methods discussed above to a real-world example as a means of comparison.
We use FTSE 100 Daily Returns data from the 2nd of April 1984 to the 13th of September 2012
obtained from Yahoo! Finance. The variability of the data appears to be smaller in some areas
and larger in others, motivating a search for changes in variability. We do not know the number
of changepoints beforehand, hence we can set up a penalised minimisation problem (2). We can
assume the data to be independent and normally distributed with unknown parameters {µ, σ2i }ni=1,
allow the cost function, C, to be twice the negative log-likelihood, and have a linear SIC penalty.
Under these assumptions, the cost of a segment is then:

C(y(τi−1+1):τi) = −2

τi∑
j=τi−1+1

log

[
1√

2πσ2j

exp

{
− 1

2σ2j
(yj − µ)2

}]

=

τi∑
j=τi−1+1

[
log(2π) + log(σ2j ) +

(yj − µ)2

σ2j

]
(5)

Since µ stays constant, this is just estimated as the average over all observations. {σ2i }ni=1 varies
and can be estimated by its maximum likelihood estimate (MLE):

σ̂2(τi−1+1):τi
=

∑τi
j=τi−1+1(yj − µ)2

τi − τi−1
.

By replacing the σ2j in (5) with its MLE, we get the cost of a segment as:

C(y(τi−1+1):τi) = (τi − τi−1)

(
log(2π) + log

(∑τi
j=τi−1+1(yj − µ)2

τi − τi−1

)
+ 1

)
.

Since now we have fully defined all the necessary terms in (2), we can apply the Binary Segmen-
tation and PELT algorithms to search for the optimal segmentation. Figure 2 below shows the
changepoints found by both search methods. PELT managed to find 32 changepoints, whereas Bi-
nary Segmentation only found 27. Both methods found changepoints at similar times. They both
managed to find the large variability in 1987 due to “Black Monday” the infamous stock market
crash and again in 2008 caused by another financial crisis. However, Binary Segmentation failed to
find the abrupt change in variability in 1990 and also in 1998. The reason BS potentially missed
these changes in variance is because of successive abrupt changes in variance in a short space of
time. BS has trouble detecting the difference between close changes because of the way it segments.
By eye-balling the plot it is clear that PELT produces a preferable segmentation, as in each of its
segments the variance is fairly homogeneous; not the case in the BS. This comes down to the fact
that PELT gives an exact solution, whereas BS is only approximate.
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Figure 2: FTSE 100 Daily Returns 2nd April 1984 - 13th September 2012 (Top) Binary Segmen-
tation detection (Bottom) PELT detection.

5 Discussion

In this paper, we have discussed the process of detecting multiple changepoints in a univariate
time series. This process consists of using search methods to find the best segmentation of the
data, so that the cost function in each segment is as low as possible. It also consists of adding
a penalty so that we do not over-fit the data. We have discussed two search methods, BS and
PELT; many others exist. We could have discussed Segment Neighbourhood (Auger and Lawrence
(1989)), which is an exact method that can solve the constrained minimisation problem (1), i.e.
it assumes the number of changepoints is known. However, this method has a computational cost
of O(Mn2) where M is the pre-set maximum number of changepoints; thus PELT will always
be preferred. We also could have discussed Bayesian methods, where a prior for the number and
position of changepoints has to be specified. Bayesian methods have the advantage of being able
to easily quantify uncertainty, which is very useful when trying to find changes in variance. For an
example of a Bayesian approach, see Fearnhead (2006). There are plenty of open areas of research
in changepoint detection out there. As mentioned in Section 2.1, the appropriate choice of threshold
for deciding if a changepoint exists or not is still known for sure. Also, there is very little literature
on changepoint detection in the multivariate setting.
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