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1 Introduction and motivation

With an increasing population and advances in medical technologies, the healthcare in-

dustry has grown at a very fast pace over the past few decades. This growth has put a

lot of pressure on healthcare systems to meet the demand of patients whilst maintaining

a high quality of service, under a strict budget and without delays. It is important to

find the trade-off between minimising patient wait times and maximising the utilisation of

resources. Managers of healthcare systems have to answer important questions, like, how

many beds to have in a particular hospital ward, or the number of doctors that should

be working at a certain time, and these decisions have to be made quickly to prevent

blockages that can have serious knock-on effects; in particular to patients.

Queueing theory has played a vital role in assisting managers make these decisions

by providing estimates for the levels of congestion and variability to be expected in the

real-life healthcare systems. Queueing models are able to model the stochastic and time-

dependent essence of patient arrivals and service times and hence represent the movement

of a patients journey through the system. The usual notation to describe a queue is using

Kendal’s notation: A/B/C, where the A represents the distribution of arrivals, the B

represents the distribution of service times and the C is the number of servers.

Infinite-server queueing models, as the name suggests, assumes an infinite amount of

servers, where the C above is infinite. Whilst having an infinite number of servers is

often unrealistic, they are very useful for modelling the healthcare system. They provide
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analytically tractable results and offer insight into systems where arrivals can’t be turned

away (e.g. patients arriving to hospital in a critical condition). Whitt (2016) goes into

detail on the central role they have played in the development of queueing theory and he

argues that their greatest importance is to provide the main support for the analysis of

‘offered load’. In terms of healthcare systems, the ‘offered load’ at a certain time represents

the number of patients that we would see in the system at that time if the journey of the

patient was not delayed by having to queue for a service. Tracking offered load can be

compared to tracking the traffic intensity of queueing systems, providing a measure of

congestion in the system.

This assumption of having an infinite number of servers means patients do not have

to compete with each other for resources, therefore can be seen to travel through the

system independently of each other. Worthington et al. (2019) describes the independent

movement of patients going from state to state as them taking ‘stochastic footprints’,

where every footstep represents the patients own independent probability of being in a

state at a time. Each of these probabilities will contribute to either one or no customers

being present in a state at a certain time, hence can be thought of as probabilities of a

Bernoulli random variable.

The healthcare system can be modelled based on this assumption of independence

of travel through the system and also on the way patients arrive. Patient arrival takes

two forms depending on whether the arrival is scheduled (elective), for example in a

booked admission unit, or the arrival is random, for example in a Accident and Emergency

department. In Sections 2 and 3 we develop results for the offered load in a healthcare

system having elective and emergency arrivals respectively. In both cases we underpin

the network nature of healthcare systems and explore applications found in literature.

These applications have drawn on two areas of theory, depending on whether work is

done in continuous or discrete time. In the case for emergency arrivals, we shall work in

continuous time and model patient arrivals as non-homogeneous Poisson processes. In the

case for elective arrivals, we shall work in discrete time. Working in discrete time makes

less restrictive assumptions about the arrival process which is important in the case of

elective arrivals as you may want to use distributions other than the Poisson distribution.

Furthermore, elective in-patients are scheduled to stay in the healthcare system for a set

amount of days, and it is easy to think of this in discrete time. For more comparisons see

Worthington (2009).

In the remainder of the paper, the main goal is to identify and review areas of open
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research problems. In Section 4 we discuss the possibility of improving existing models by

incorporating real-time data we have access to in today’s digital age. Section 5 looks into

developing new infinite-server models to better deal with issues caused by dependence in

the system. Finally, Section 6 concludes the paper with a review on the areas of further

work discussed and also identifies the possibility of combining infinite-server models with

other models.

2 Modelling the demand of elective patients

2.1 Method

As we saw in the previous section, the infinite-server assumption means that patients

travel independently of one another through the system, and Worthington et al. (2019)

describes this movement as patients taking ‘stochastic footprints’; where every footprint

represents the patients own independent probability of being in a state (s) at a time (t).

He denotes this probability by ps(r, u, t), where the r and the u represent the patient is of

type r (i.e. what illness they have / what resources they require) and they arrived to the

system at time u.

If we know that n patients who are all of type r arrive to the system at time u, then the

number of patients in a state s at time t (Ns(t)) can be thought of as a sum of independent

identical Bernoulli(ps(r, u, t)) distributions and hence

Ns(t) ∼ Binomial
(
n, ps(r, u, t)

)
.

However, even though elective patients are scheduled, there is still some uncertainty in

the number of arrivals due to patients being delayed or not turning up. For this reason

we take the number of arrivals to be a random variable X. This random variable can take

values 0, . . . ,K depending on how many patients arrive, and it takes these values with

probabilities q0, . . . , qK respectively. Then by the independence of travel, Ns(t) is now a

mixture of binomial distributions,

Ns(t) ∼



Binomial(0, ps(r, u, t)), with probability q0

Binomial(1, ps(r, u, t)), with probability q1
...

...

Binomial(K, ps(r, u, t)), with probability qK

3



Using the properties of the Binomial distribution and the law of total variance, we get the

expectation and variance of the number of patients in state s at time t as

E
(
Ns(t)

)
= E(X)ps(r, u, t),

V ar
(
Ns(t)

)
= E(X)ps(r, u, t)

(
1− ps(r, u, t)

)
+
(
ps(r, u, t)

)2
V ar(X).

It is straightforward to extend this to the general case where there are R patient

types and J arrival times. There will be a separate mixture of binomial distributions for

every combination of patient type and arrival time and hence the full distribution can be

obtained as the convolution of R× J separate mixture distributions with

E
(
Ns(t)

)
=

J∑
j=1

R∑
r=1

E
(
Ns(r, j, t)

)
,

V ar
(
Ns(t)

)
=

J∑
j=1

R∑
r=1

V ar
(
Ns(r, j, t)

)
.

2.2 Simple discrete-time networks

All the results seen above can be directly applied to single-node infinite-server systems,

where the node can be viewed as any suitable patient state of interest. Typically, in

healthcare systems, there is more of a network nature, meaning we are usually interested

in multiple-node systems. These nodes could correspond to physical locations within the

hospital, a treatment the patient is receiving, a stage of a certain disease, or a combination

of such attributes. We now encounter a network of systems with patients moving from

node to node and not necessarily following the same route.

Utley et al. (2008) consider a simple network known as a ‘rooted directed tree’, in

which single-node results can be applied. This is a network where patients have a single

point of entry to nodes and each node is only accessible by exactly one directed path.

Figure 1 shows a basic rooted directed tree in the hospital setting. Worthington et al.

(2019) provides insight into modelling both the occupancy at individual nodes of the

rooted directed tree and also the total occupancy across all nodes. They note that total

occupancy can be formulated as a single node system, where the type of a patient is

determined by what route they follow, and the distribution of total service times will be

the convolution of the distribution of individual node service times.

When modelling individual nodes, it is key to note that the probability ps(r, u, t)

defined previously, is just equivalent to the probability that the service time of a patient
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Figure 1: Rooted directed tree

of type r who arrived to the system at time u is greater than the total time spent in the

system, i.e.

ps(r, u, t) = P( service time ≥ t− u).

Suppose, for example, that we are interested in the number of patients occupying the

node Nurse 2 at time t. Then, we are only interested in the patient types following route

Waiting room → Nurse 2 → Doctor. Hence,

p(Nurse 2)(r, u, t) = P( total service time of nodes Waiting room and Nurse 2 ≥ t− u)

+ P( service time at node Waiting room < t− u).

This says, to be with Nurse 2 at time t, you need the total service time of the Waiting

room and Nurse 2 to be greater than the amount of time spent in the system at t; and

also for the service time of the Waiting room to be less than the amount of time spent in

the system at t.

2.3 Applications in healthcare

There are many applications in literature concerning elective patients, with the main focus

given to scheduling inpatient bed demand. The literature takes two forms depending on

whether time homogeneous or time inhomogeneous models are used. Time homogeneous

models have the advantage of being able to analyse steady-state behaviour (i.e. when

the system settles to a state independent of its initial state), however, they are unable to

incorporate the time dependent behaviour in which healthcare systems certainly exhibit.

Worthington et al. (2019) notes that there are two versions of how the the scheduling

problem can be tackled, the first is to use infinite-server models to predict the bed demand
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of any admission schedule being considered, the second combines the predictive model with

an optimisation algorithm intended to find the best admission schedule.

2.3.1 Infinite-server models to predict bed demand (Utley et al., 2003)

Utley et al. (2003) present an approximate method for estimating the amount of reserve

bed capacity required to operate a booked admissions policy, measuring success by the

proportion of patients that are refused admission due to unavailability of beds. Booked

inpatient admissions systems allows patients to be given a date for hospital admission

months in advance rather than being put on a waiting list or told their date at short-

notice. However, the difficulty with operating this system is the unpredictability of the

number of beds required in the near future, varying with late arrivals, cancellations and

also unexpected emergency events. This requires hospitals to have a reserve capacity and

thus motivated Utley et al. (2003) to construct closed form expressions for both mean and

variance of bed demand for elective patients.

The method they use is based on probability generating functions (pgf), assuming an

infinite capacity and both identical and independent length of stay distributions. They

derive the expected total number of beds required on the the dth day of operation to be

E( total required ) =
d∑
b=0

E(a(d−b))E(xb), (2.1)

where ad represents the total number of admissions on the dth day of operation, and the xb

represents the number of beds a single patient occupies b days after being admission. The

expectation of ad is the number of booked admissions for day d multiplied by the probabil-

ity that the booked patient actually attends, and xb can be thought of as a Bernoulli trial,

hence its expectation is just the probability of occupying a bed b days after admission.

They further note that, since the total demand for beds on day d can be expressed as a

sum of binary random variables (taking value 1 if a patient requires a bed and 0 otherwise),

and these random variables are mutually independent, then the total demand will obey the

central limit theorem. This provides an approximate solution: the probability distribution

of total bed demand will be approximately normal with mean (2.1) and variance found in

Utley et al. (2003).

There are two areas of further work that could be considered from this paper. Firstly,

Utley et al. (2003) do not consider what might happen if demand exceeds capacity, this

could cause serious problems, such as patients being deferred or discharged earlier than
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intended. Secondly, they assume that lengths of stay are pre-planned, whereas, in real-

ity, length of stay will vary greatly based on patient health alterations, delays within a

department and unexpected emergency events.

2.3.2 Optimising the infinite-server models (Gallivan and Utley, 2005)

Gallivan and Utley (2005) expand on the results seen in Utley et al. (2003) by incorporating

an optimisation algorithm aimed at improving the effectiveness of booking schedules in

Treatment Centres (TCs). TCs are specialist centres that cater for only a small number

of routine elective treatments. They have been shown to reduce patient non-attendance

rates and reduce the unpredictable variability in patient stays.

The optimisation procedure they use is that of a linear programming problem which has

a particularly simple form and has been found to have great practical worth in modelling

road traffic control. The goal is to minimise the maximum daily traffic intensities, subject

to achieving the TCs target admission rates of patients. There are H categories of elective

patients, each category having its own length of stay distribution, and there is an assumed

fixed planning cycle of duration C days (usually the 7 day week). The linear program is

given by

minimize z

subject to µd ≤ Bd · z, 1 ≤ d ≤ C,

C · rh ≤
C∑
d=1

Nhd, 1 ≤ h ≤ H,

Nhd ≥ 0, 1 ≤ h ≤ H, 1 ≤ d ≤ C.

The dummy variable z is used a measure of daily traffic intensity, where if the minimum

value for z is greater than 1, this means that there are insufficient beds to cater for average

bed demand. The first constraint says that z needs to be at least the ‘degree of saturation’,

where the degree of saturation is the ratio of expected bed demand for day d (µd), and

the maximum number of patients that can be catered for on day d of the planning cycle

due to capacity (Bd). The second constraint is to meet contractual obligations by the TC,

it says that the average number of patients from group h that need to be treated during a

cycle (C · rh) has to be fewer than the total number of elective booked admissions planned

for each day of the cycle. The final constraint just makes sure that there is a positive

number of booked admissions.
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3 Modelling the demand of emergency patients

3.1 Method

In the case for emergency departments, it is a very common approach in literature to

model patient arrivals as non-homogeneous poisson processes with a general service time

distribution; being consistent with Kendal’s notation that is M(t)/G/∞. Eick et al. (1993)

give theory on M(t)/G/∞ queues and how they can be used to provide insight into time-

dependent congestion problems like hospitals. Suppose that patients arrive to the system

at a rate λ(u) in an infinitesimally small time interval (u, u+h). Service times are sampled

independently, therefore patients have independent probabilities Gc(t− u) = 1−G(t− u)

of being in the system at time t. Hence, by the decomposition properties of Poisson

processes, a patient being in the system at time t will occur as a Poisson process with rate

λ(u)Gc(t−u). The distribution of the number of patients in the system at time t (N(t)) is

the sum of patients arriving across all (u, u+h) intervals, and hence by the superposition

property

N(t) ∼ Poisson
(∫

u<t
λ(u)Gc(t− u)du

)
. (3.1)

3.2 Networks in a continuous-time setting

In the previous section we saw the simple ‘rooted directed tree’ network, with only one

entry point for each node and no repeated visits to the same node. Figure 2 shows a more

complicated network with multiple entry points, merging and repeated visits to the same

node. Massey and Whitt (1993) provide insight into finding expected occupancy levels at

individual nodes of complex networks like this one, assuming a continuous time setting with

Poisson arrivals. They use the notation (M(t)/G/∞)N/M to represent this model, where

the N is the number of nodes and the final M indicates independent stationary Markov

Figure 2: Network with multiple entry points and repeated nodes
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routing. In order to compute the expected occupancy level at each node, they decompose

the (M(t)/G/∞)N/M network into a set of tandem networks following a deterministic

route; they denote this deterministic routing network (M(t)/G/∞)N
∗
/D. Each tandem

follows a fixed deterministic path and any node that is visited more than once is treated

as a new node; thus, N∗ may actually be greater than N . Furthermore, they treat the

arrival time to a node as the departure time of the node preceding it. These departure

times, dk(t), at node k, can be calculated by

dk(t) =

∫ ∞
0

λk(t− u)dG(u), (3.2)

where λ is the arrival rate and G is the cdf of the general service time. It is then possible

to add up all (M(t)/G/∞)N
∗
/D tandem networks to compute the expected occupancy

level of the full (M(t)/G/∞)N/M network.

3.3 Applications in healthcare

In emergency departments, a lot of emphasis has been on scheduling staffing requirements.

Scheduling the correct amount of staff is vital in an emergency department as many

services need to be provided on a continuous basis, all day, everyday. The challenges of

this problem comes from coping with the within day variations of demand while sticking

to departmental rules and also training staff.

3.3.1 Modelling the required staffing levels (Izady and Worthington, 2012)

Izady and Worthington (2012) focus on finding the required staffing levels in an A&E

department in order to meet the target set out in the NHS mandate, which requires

98% of patients to be discharged, transferred, or admitted to inpatient care within 4

hours of arrival. They propose a staffing algorithm that relies on infinite-server networks

(Massey and Whitt, 1993) equipped with simulation to alleviate the congestion problem

of emergency departments. They consider a M(t)/G/s(t) queue and use this staffing

algorithm to find the value of s(t), the time dependent number of staff, whilst also achieving

a relatively stable quality of service, α, measured by the probability a patient has to wait

before being seen.

Izady and Worthington (2012) recognise the multiple nodes in A&E. Upon arrival,

patients go through various care processes, for example ECG Test or Radiology, and there

are multiple types of patients each having different resource requirements. Therefore, they

find the value of s(t) at individual nodes of the network that achieves some desired α by
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making use of the square root staffing law (Jennings et al., 1996) with an extension to

networks (Massey and Whitt, 1993):

sk(t) =

⌈
mk
∞(t) + β

√
mk
∞(t)

⌉
, for k = 1, . . . , N. (3.3)

Here, mk
∞(t) is the time-dependent offered load at a given node k, which can be estimated

by the decomposition method seen in Massey and Whitt (1993). The value β is the

quality of service parameter. Halfin and Whitt (1981) established its relation with the

delay probability α as the following

α =
[
1 + β

Φ(β)

φ(β)

]−1
, (3.4)

where φ and Φ are respectively the density and distribution function of the standard

normal distribution. Once they have obtained the resulting staffing levels, they estimate

the percentage of patients discharged within 4 hours using simulation.

They tested this model by applying it to a ‘typical’ UK A&E department. They

compared their model with a ‘baseline’ staffing profile based on three, simple, 8-hour

shifts with staffing levels set by an expected workload, calculated by the arrival rate of

patients requiring a certain resource multiplied by the average service time taken from that

resource. Using their method, they found that each type of resource needs to be staffed

according to a delay probability of α = 0.75 in order to meet the 98% target. The baseline

profile only achieves 96% of patients being discharged/transferred within 4 hours, whereas

Izady and Worthington’s method not only achieves the 98%, but also results in a saving of

20 staff hours (6%) of the current workforce. Furthermore, the average delay probabilities

and queueing times were much more time stable for the different service stations in their

method.

3.3.2 Optimising the model (Izady and Worthington, 2012)

After obtaining the required staffing levels, Izady and Worthington (2012) realised that

a major concern is to produce shift schedules that comply with legal constraints. These

constraints may make it that feasible shift schedules would push actual staffing levels

much closer to the ‘baseline’ staffing profile. They therefore used an integer programming

approach to schedule shifts with least deviations from the proposed staffing levels. Their

integer program was built on the S-model of Sinreich and Jabali (2007) to produce shift

patterns for each resource type and penalised for under and over staffing. After applying
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their optimisation model to the same A&E data as before and setting the number of shifts

to 4, this resulted in a saving of 15 staff hours compared to the ‘baseline’ model. Even

though this is less than the 20 staff hours saved before, saving 15 hours under the legal

constraints is a lot more optimal.

4 Improving models by incorporating real-time data

In the modern, digital age, the healthcare industry is able to better manage ‘big data’ to

make more accurate, informed decisions. The phrase ‘big data’ refers to large and complex

data that is overwhelming, not only for its sheer volume, but also for its diversity and the

speed at which it must be managed. Raghupathi (2014) explore the promise and potential

of big data in healthcare. They realise some of the benefits include detecting diseases at

earlier stages where they can be treated more easily, managing individual and population

health, and detecting healthcare fraud quickly and efficiently. Moreover, certain outcomes

may be predicted/estimated on vast amounts of historical data such as length of stay,

patients choosing elective surgery, patients likely to not benefit from surgery, and causal

factors of disease progression. Big data has the potential to transform the way healthcare

providers use sophisticated technologies.

4.1 Application: Tan et al. (2013)

Similar to Izady and Worthington (2012), Tan et al. (2013) consider finding the required

staffing levels of doctors in an emergency department (ED) that provide stable perfor-

mance, as measured by the probability patients have to wait. However, the Izady and

Worthington method is a static staffing method that uses historic arrival data, hence it

does not react well to uncertainties such as surges in patient arrival. Tan et al. (2013)

design a dynamic staff allocation strategy by utilising both historical and real-time arrival

data to provide invaluable real-time decision support for the ED operations. They build

an infinite-server simulation prototype that models the ED process that is close to real-

world, with time-varying demand and re-entrant patients. Previous staffing models do

not take into account re-entrant patients that occur in EDs, for example when a patient

is sent for tests they have to re-enter a queue to wait for the results.
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Figure 3: ED queueing model

4.1.1 The ED model

Figure 3 shows the queueing model set up in an ED. As you can see, there are two areas

of operations: resuscitation and critical care (known as back room operations) serving

critical patients, and an ambulatory area (known as front room operations) serving less

critical patients. The ED process is modelled as dual time-varying (Gb(t)/Mb/Sf (t),

Gf (t)/Mf/Sf (t)) queues for the back (b) and front (f) room respectively. If there is a

sudden surge in patient demand (usually occurring in the front room) this causes problems

in the ED where additional doctors need to be deployed but there is a lack of information

about how long the additional doctors are required for and there is an inability to measure

the impact on service level. The focus is on forecasting the optimal number of doctors

required at station 1 (as this is believed to be the bottleneck of the process) in order to

meet the front room quality of service while maintaining the critical back room quality.

This means the following constraints have to be satisfied:

1. Sf (t) ≤ Smax(t)− Sb(t),

2. Sf (t) ≤ roommax,

3. LOS(t) ≤ LOSmax.

This is where Smax(t) is the maximum number of doctors that can be deployed at time t,

12



roommax is the maximum number of consultancy rooms in the ED, LOS(t) is the average

length of stay of the patients who leave the ED in the time interval [t, t+ 1) and LOSmax

is the hospitals desired service quality.

4.1.2 Dynamic staff allocation strategy using real-time data

As Tan et al. (2013) states, with the support of enterprise systems and real-time moni-

toring devices today, it is now possible to track the real-time arrival. Using these arrival

rates, we can calculate the actual time-varying offered load for the previous time inter-

vals. The challenge that comes with this is that arrival rates must be recorded in hourly

time intervals, whereas approximations of offered loads must be recorded in minute time

intervals.

Using the modified offered load approach, Tan et al. (2013) state the time-varying

offered load Ri at station i in the ED model is given by

Ri(t) = E
[
λ+i (t− Si,e)

]
E
[
Si

]
,

where λ+i is the aggregated-arrival-rate function to station i, Si represents service time at

node i and Si,e is a random variable representing excess service time at station i.

The number of doctors required for station 1 for the next hour Sf (t+ 1) is determined

by the square root staffing law

Sf (t+ 1) = R1(t+ 1) + β
√
R1(t+ 1),

this is where

R1(t+ 1) = R1(t) +
d

dt
R1(t).

This ODE can be solved using numerical approximations for general rate of arrival and

exponential service times. Making sure that constraints 1 and 2 are satisfied, we must set

Sf (t+ 1) = min
{
Sf (t+ 1), Smax(t+ 1)− Sb(t+ 1), roommax

}
.

4.1.3 Optimised dynamic allocation using symbiotic simulation

Tan et al. (2013) realise the drawbacks of the dynamic staffing strategy to be that the

service level constraints may be violated when we comply with back room activity and

that it has short planning time. Therefore, they introduce a heuristic optimisation model
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to tackle these drawbacks that forecasts a number of hours ahead so that ED resources

are better planned. The optimisation model is given by

min Cl

t+L+H∑
j=t+L

S(j) + Cd

t+L+H∑
j=t+L

[S(j)− S(j − 1)]2,

subject to constraints 1 to 3.

The L is the lead-time (e.g. L = 0 means plan for the next hour) where there is

no staffing between t and L to address the fact that most ED cannot add or remove

doctors instantaneously. The H is the time horizon for re-planning (e.g. H = 8 represents

planning for a day). Cl is defined to be the cost of labour of deploying a doctor for a single

unit of time t, and Cd is the cost if the number of doctors in time t deviates from t− 1.

Tan et al. (2013) then deploy a local search algorithm to find the time t where the

service quality constraint is violated. This algorithm searches for a time t1 nearest to t

when the constraints are not violated and then increases resource at t1 by 1 unit. The

search ends when a schedule without violation is found or when the maximum number of

searches has been reached. Actual arrival rates are used to find offered load up to t and

historical arrival rates are used to compute the staffing required for (t+ L, t+ L+H).

5 Developing new infinite-server models to cope with de-

pendence

5.1 Literature review for coping with dependence

The key assumption for infinite-server queueing models is the assumed independence of

the arrival process and progression through the healthcare system. However, in situations

where there is some correlation in arrivals and service times, this assumption breaks down.

Therefore, future work in modelling the healthcare system could involve the development

of new infinite-server models to cope with dependence.

Early work considering dependence is found in Fakinos (1984), who consider infinite-

server queues with group arrivals generated by a non-homogeneous compound Poisson

process, where the service times of customers who belong to the same group are not

independent and not necessarily identically distributed. They find that the limiting queue

size distribution is found to be insensitive to the form of the service time distribution,

depending only on the mean values of the corresponding order statistics. Pang and Whitt

(2012a) explore the impact of dependence among service times on the transient and steady-
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state performance of a large-scale service system. They use the heavy-traffic limit theorem

to show that the number of customers in the system at any time is approximately Guassian,

where only the time-varying variance is affected by the dependence. They extend this

further in Pang and Whitt (2012b) where they consider batch arrivals, with dependency in

service times within each batch. A more recent paper by Ko and Pender (2018) investigates

non-homogeneous infinite-server queues with non-renewal arrival and service processes.

They model this non-renewal behaviour by using Markov arrival processes (MAPs) and

Markov service processes (MSPs) which allow for the service times to be dependent, whilst

also providing analytically tractable results. For the rest of this section we go into more

detail on the Pang and Whitt (2012b) paper.

5.2 Pang and Whitt (2012b)

Motivated by this dependency issue, Pang and Whitt (2012b) propose a new infinite-server

queueing model that has batch arrivals with dependency between service times within each

batch. Batch arrivals with dependency are frequent in many server systems like hospitals,

where there are multiple service requests in response to a common event. For example,

there may be a batch of victims of a car crash, or food poisoning at the same restaurant.

The common causes will lead to dependent service times.

5.2.1 GB
t /G

D/∞ model with heavy-traffic approximations

The new infinite-server queueing model they propose is a GBt /G
D/∞ model, in which

customers arrive in batches, where the batch sizes are i.i.d. and independent of the arrival

process of batches, and there is dependence among service times limited to customers in

the same batch. The successive batch sizes come from a sequence of random variables

{Bk}k≥1 having probability mass function {pk}, mean mB, variance σ2S , and squared

coefficient of variance (SCV) c2B ≡ σ2B/m
2
B. Dependency is quantified by assuming the

bivariate distribution, H, for all pairs of customers in the same batch are identical, where

H(x,∞) = H(∞, x) = F (x) and F is the distribution function of the service times.

Pang and Whitt (2012b) use heavy-traffic (HT) limits to describe the performance of

their non-Markov queueing model, as HT limits approximate non-Markov processes as

Markov processes under heavy loads. They consider a sequence of GBt /G
D/∞ models

indexed by n allowing n → ∞, and let the arrival rate in model n be an integrable

function nλ∗B(t). They show an important result for the overall arrival process {An(t)}t≥0
of batches. That is, letting {Nn(t)}t≥1 count the arrivals of batches in model n, then the
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overall arrival process is

An(t) ≡
Nn(t)∑
k=1

Bk,

and it satisfies the functional central limit theorem (FCLT)

An(t)− nΛ(t)√
n

→
√
ca2W(Λ(t)) in D as n→∞.

Here, W represents a standard Weiner process (a continuous-time stochastic process hav-

ing stationary, independent Guassian increments), c2a ≡ mB(c2B + c2a,B), where c2a,B is the

SCV of an interarrival time when the arrival processes of batches are renewal processes,

D is the space of real-valued functions on the interval [0,∞), and Λ(t) is a continuous

function defined by

Λ(t) = mB

∫ ∞
0

λ∗B(s)ds.

The usual property they then consider is the queue length Q(t). They state the HT

limit theorem for Q(t) (which can be found in Pang and Whitt (2012b)) and then show

that, for an infinite-server batch model with arrival rate λB(t) ≈ nλ∗B(t), the queue length

at time t is

Q(t) ≈ N(m(t), v(t)),

where

m(t) = mB

∫ t

0
λB(t− s)F c(s)ds,

v(t) = mB

∫ t

0
λB(t− s)

(
F c(s) + (c2a − 1)(F c(s))2 + Γ(s)

)
ds, (5.1)

and

Γ(s) = 2(E(B∗)− 1)(Hc(s, s)− F c(s)2).

Here, E(B∗) is the mean of a random variable B∗ following the stationary-excess dis-

tribution of the batch-size distribution. For more on the batch-size stationary-excess

distribution, see Whitt (1983).

This provides a very nice result saying, the HT limit for the queue-length process (i.e.

the number of busy servers) is a Guassian process, where only the variance depends on

the dependency in service times.

16



5.2.2 Simulation experiment evaluating the approximations

The rest of Pang and Whitt (2012b) focuses on obtaining alternative expressions for the

variance (5.1). They first look at peakedness in the stationary batch model, where peaked-

ness is the ratio of the steady-state variance and mean of the queue length. The interesting

property they find here is that, the HT approximation of peakedness is linear in the corre-

lation ρ between service times within a batch if the bivariate distribution of service times

within a batch is approximately characterized by

H̃ρ(x, y) ≡ ρF (x, y) + (1− ρ)F (x)F (y).

Moreover, they perform a simulation experiment using the Marshall-Olkin (MO) exponen-

tial distribution to represent dependent service times and find that, under this distribution,

the linearity relationship is actually exact.

Pang and Whitt (2012b) then go on to give alternative exact expressions for (5.1) in

the non-stationary case, looking at general and sinusoidal arrivals, and also approximate

expressions by using Taylor’s theorem and exploiting the stationary approximations.

6 Conclusion

In this paper we have presented the vital role infinite-server queueing models have played in

modelling the demanding and highly variable healthcare system. Using the independence

of travel assumption that infinite-server queueing models provide, we have shown methods

for computing the offered load in systems with elective and emergency patients, and

further, explored the network nature of the healthcare system, providing results in both

a discrete and continuous time setting. We analysed healthcare applications found in

the literature dealing with resource (beds/staff) scheduling problems that use predictive

infinite-server queueing models and expand on these models using optimisation algorithms.

The rest of the paper focused on two main areas of future work for infinite-server

queueing models in healthcare. The first was based upon improving existing models so

that they incorporate the real-time data available in today’s digital age. We went into

detail on the work by Tan et al. (2013) who design a dynamic staff allocation strategy by

utilising both historical and real-time arrival data to provide invaluable real-time decision

support for emergency department operations. They then optimise this strategy using

symbiotic simulation that forecasts a number of hours ahead so that resources can be better

planned. This idea of forecasting will provide support for operational decision making,
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and due to the continuing growth in demand for healthcare services, this is becoming ever

more so important. As we pointed out in section 2.3.1, considering what might happen if

demand exceeds capacity is an area of further work for the Utley et al. (2003) paper; good

forecasting models is a solution for this. A very interesting paper by Pagel et al. (2017)

looks into forecasting the short-term demand for beds in an intensive care unit (ICU).

They consider three types of patients, elective, emergency, and those already in ICU, and

derive exact expressions for the distribution of bed demand by taking into account the

occupancy at the point of forecast and future planned and emergency admissions. They

describe how to implement this forecasting model into software and forecast short-term

demand for Great Ormond Street Hospital’s Cardiac ICU.

The second area of future work we considered was developing new infinite-server queue-

ing models to cope with dependency between arrivals and/or service times of patients. We

went into detail on the work by Pang and Whitt (2012b) who considered a GBt /G
D/∞

model that has batch arrivals and dependency between service times within each batch.

A third area of future work that we could of considered is that of combining existing

infinite-server queueing models with other models. In engineering terms this is referred

to as multi-fidelity modelling, that combines high fidelity models that are accurate but

time-consuming, with low-fidelity models that are faster but may contain significant bias

and variability. Izady and Worthington’s approach to setting staffing levels in an A&E

department used a infinite-server low-fidelity model that resulted in better solutions than

existing staffing patterns. Xu et al. (2014) use an efficient multi-fidelity simulation model

on a flexible semiconductor manufacturing system with two types of products and five

work stations. Each product type has a processing sequence and needs to re-enter some

work stations multiple times. Each station has multiple machines, where inter-arrival and

service times are all independent, identical, and normally distributed. Hence, we can see

how this has a comparison to the network nature of a healthcare system. They use a

low-fidelity simulation model to compare the possible options and then use a high-fidelity

simulation model to choose the most promising from these options provided by the low-

fidelity model. An interesting feature of this paper is that they include a list of three

areas of future work that need to be considered with the multi-fidelity approach. This list

includes questions like, how to choose between multiple low-fidelity models, and what to

do when the low-fidelity models computing costs are too high?

In summary, healthcare systems are very complex due to the unpredictable source of

variability in both the demand for services and the time it takes to serve these demands.
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As illustrated in this paper, despite the unrealistic assumption of having an infinite number

of servers, infinite-server queues have played a central role in modelling healthcare systems

by providing analytically tractable results for the offered load in the complex system.
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